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Abstract

Due to the overwhelming size and fast growth of the Internet, finding specific informa-
tion may be a difficult task. Today’s search engines are mostly limited to keyword based
searching methods, and refining a search sometimes requires great skill on behalf of the user.
Furthermore, there is a lack of facilities for locating information with a certain structure. On-
tologies may be used to enhance searching in several ways. They may capture information
acquired from the Web in the form of user preferences or domain knowledge. Also, merging
and reasoning about knowledge is a useful feature they provide. In this paper, possibilities of
using ontologies to facilitate searching are discussed. A prototype system is presented which
attempts to exploit ontologies in order to enhance the relevance of information found.

1 Introduction

The Internet, with its current structure, the services it provides, and the ways it is being used,
is facing the ever growing problem of information overload. Together with the sheer increase of
available content, more and more domains of human activity are exploiting the benefits of the
Web. This presents further difficulties, because back the early 1990s, when it gained momentum
in wide public use, the Web was aimed strictly for human consumption. The core of the Web was
built around text-based services and protocols, with no facilities to support machine processing of
available information. As a result, new standards, designed on top of the old ones, did little to
change the basic way the Internet was being used from the beginning—the human user sitting in
front of a computer and handling information by means of a computer program which, no matter
how sophisticated, has little or no knowledge about the nature and meaning of the content being
processed.

Searching for information in such an environment presents a non trivial challenge to the modern-
day user. Keyword-based search is the foundation of all major Internet search engines of today, like
Google, Yahoo or AltaVista. Results of keyword queries are based on the existence and frequency
of particular words in Web pages, and the distribution of hyperlinks. These methods, although
very usable in practice, and efficient in terms of execution speed, have several drawbacks. Search
engines are not aware of the semantics and context of searched text, and possess no knowledge of
user preferences, all of which may result in locating information irrelevant to the user—by finding
too many results, and by displaying them in a ranked linear fashion [3], often showing essentially
irrelevant results as being the most important. Consequently, great skill, sometimes luck, and very
often too much time may be required from a user to obtain the needed information.

Ontologies can play an important role on the Web by making machine processing of information
simple, efficient and reliable, in the slow transition of the Web to the Semantic Web. This may
be achieved in several ways. Firstly, by semantically annotating existing or new content [15],
computer programs will have access to knowledge about the data they are processing. Secondly, by
having ontologies describe user profiles [14, 15], people can enjoy the benefits of automatic content
filtering and presentation customized to their needs. Thirdly, ontologies will enable semantic
information exchange, cutting the need for human intervention to a minimum [1]. Fourthly, by
enabling reasoning over described data, which is made possible by the background use of formal
logics, Web information will be easier to manipulate and new information simpler to infer. And
finally, richer querying capabilities should make Web content more accessible both to man and



machine [8]. All these applications of ontologies will have direct impact on searching, making
queries easier to pose, relevance assessment more exact (using content annotations, user profiles,
and reasoning over them), and presentation of results more appropriate for a specific user.

One aspect of semantic annotation of existing Web pages can be viewed as the problem of
assigning each Web page some category from an existing set of categories. The set of categories
can have a complex hierarchical structure, and can itself be viewed as an ontology [11]. Such
ontologies already exist in the form of browsable Web Directories, which can be found as a part
of almost every major Internet search engine. When search results from a major search engine
are treated as Web pages that can be categorized, this adds up with a convenient way to improve
the presentation of results to the user. The problem of category assignment can be tackled by
means of Text Categorization, which is the subject of the next section. In Section 3, a prototype
system will be described, which examines some aspects of categorization of search results and their
presentation. Section 4 concludes the paper.

2 Text Categorization

Text Categorization (TC—also known as Text Classification or Topic Spotting) is the task of auto-
matically sorting a set of documents into categories (or classes, or topics) from a predefined set [20].
It has emerged as a major subfield of Information Systems somewhere in the early 1990s, about
the time when Machine Learning (ML) techniques were becoming more widely used in Information
Retrieval (IR) [4], from which TC originated. Since that time, practically every ML technique,
old and new, was tried on Text Categorization tasks, making TC a popular benchmark for ML
algorithms. Applications of TC include document indexing for IR systems, text filtering (includ-
ing protection from spam e-mail), word sense disambiguation and, most recently, categorization of
Web pages.

The Machine Learning approach to Text Categorization assumes the existence of a set of already
sorted documents. This set is usually split into two subsets, the training set (Dtrain) and the test
set (Dtest). The training set is used to “train” (or induce) the classifier—a program which is
then capable of correctly categorizing documents not included in the training set. The test set
can serve as the means of verifying the behavior of the classifier, before deploying it to some real
world application. It is important to differentiate between classification, which uses a supervised
learning method, and clustering, which employs unsupervised learning. The former method is
bound to already existing categories and a training set, while the latter groups documents only
according to a certain similarity measure, without insight to any other preprocessed data.

Further information on Text Categorization can be found in excellent overviews [19] and [20],
while its relation to IR and ML was surveyed in [4].

3 A Prototype System

Surprisingly little academic attention has been paid to the development of meta-search engines [6],
although many successful commercial implementations exist, like Vivissimo, Dogpile and KartOO.
General purpose meta-search engines usually concentrate on aggregating results from different
search engines and/or enhancing the presentation of results, which is apparently done using clus-
tering techniques.

We are developing a meta-search system which concentrates on enhancing the presentation
of results, but uses text categorization instead of clustering. Basically, the system forwards the
user’s keyword-based query to a general-purpose Internet search engine, but instead of showing
the results in the form of a list, it automatically categorizes those results looking only at the short
snippets of Web pages, and displays a set of categories for the user to choose from. On one hand,
this allows for a much more compact presentation of results on the screen, and on the other, it
enables the user to refine his search more efficiently, by following categories he is most interested
in.

The categories themselves are a based on the categories from the dmoz Open Directory, and
are organized in a hierarchical manner. This means that the list structure of displayed results is



<RDF xmlns:r="http://www.w3.org/TR/RDF/"

xmlns:d="http://purl.org/dc/elements/1.0/"

xmlns="http://directory.mozilla.org/rdf">

<Topic r:id="Top">

<tag catid="1"/>

<d:Title>Top</d:Title>

</Topic>

<Topic r:id="Top/Arts">

<tag catid="2"/>

<d:Title>Arts</d:Title>

<link r:resource=

"http://www3.bc.sympatico.ca/PHILLIPSHOTGLASS/GlassPage.html"/>

</Topic>

<ExternalPage about=

"http://www3.bc.sympatico.ca/PHILLIPSHOTGLASS/GlassPage.html">

<d:Title>John Phillips Blown glass</d:Title>

<d:Description>A small display of glass by John Phillips</d:Description>

</ExternalPage>

. . .

Figure 1: A sample of dmoz content in RDF.

replaced by a tree structure, which is an often seen generalization and optimization technique from
countless areas of Computer Science.

A similar system was described in [3]. Empirical tests performed in a closed environment,
with the cooperation of Internet users of many profiles, showed that this kind of presentation was
generally preferred over the list model. In [13], categorization experiments were performed on a
small subset of the Yahoo Web Directory, proving the feasibility of the approach. Our system
attempts to build on these experiences by further experimenting with implementation choices and
user interfaces, with the ultimate aim of presenting the Internet community with a freely accessible
and usable service which effectively eases searching.

The remainder of this section will describe some key implementation issues and choices made
while developing the system, based on two sets of experiments. Speed was one of the most impor-
tant considerations, since there are limited resources to cache data obtained from a search engine
(not mentioning the legal issues). Therefore, the system has to do all the processing “on the fly”:
forward the user query to the outside search engine, gather the results, categorize them, and return
the adequate presentation to the user, allowing further “browsing”. The next subsection describes
briefly the content and structure of the dmoz Open Directory. Then, the choices concerning docu-
ment representation are discussed, followed by a subsection devoted to the classification itself. In
the last subsection, some aspects of the user interface and presentation of categorized results are
considered.

3.1 The dmoz Open Directory

The dmoz Open Directory Project1 is a large web directory coordinated by Netscape Communi-
cations, which has the feature of being editable by practically any Internet user. The directory
database is freely available and downloadable in the form of an RDF ontology2, with separate
specifications of content and structure. Figure 1 shows a short RDF excerpt of the directory’s
content.

For the purpose of organizing search results not all categories of the directory were considered
useful for the system. Therefore, a subset of top-level categories was chosen—namely Arts, Busi-
ness, Computers, Games, Health, Home, Recreation, Science, Shopping, Society and Sports. The
categories Kids and Teens, News, and Reference were discarded because of their close relatedness

1http://dmoz.org/
2http://rdf.dmoz.org/



to other categories; Regional was considered difficult to categorize documents into, and at the same
time not very usable for presentation of results; and World was left out for being non-English.

The set of training documents (Dtrain) for the classifier was extracted with a custom parser
that was built using the Coco/R compiler generator3. As can be seen from Figure 1, every link to
a document on the Web is accompanied by its title and a short description, so a combination of
these two was used in the training phase instead of the whole document. Furthermore, the parser
provides the option to restrict the category hierarchy to a specified number of levels, collecting
documents from deeper subcategories into nearest higher-level ones.

3.2 Document Representation

The usual approach in TC is to perform indexing on documents before feeding them to the classifier.
Let T denote the dictionary—the set of all terms that occur at least once in the training set of
documents. Terms, often referred to as features, can simply be individual words, or more complex
structures like phrases. The most common representation of document dj is as a vector of term
weights ~dj = (w1j , . . . , w|T|j), where values 0 ≤ wkj ≤ 1 represent how much the kth term in the
dictionary contributes to the semantics of the document. This effectively reduces the document to
a bag of terms (or a set, if weights take values 0 or 1 exclusively), completely disregarding word
order and the semantics derived from it.

Although there are approaches to TC which take word order into account, they do not offer
significant improvements to classification accuracy, and are more computationally expensive. Some
authors experimented with different kinds of phrases as features, but these do not offer notable
advantages to using individual words for the purposes of the system. Therefore, the classic bag of
words document model was chosen, and weights computed by the well known tf×idf function:

tf×idf(tk, dj) = termfreq(tk, dj) · log
|Dtrain |

docfreq(Dtrain , tk)

where termfreq(tk, dj) is the term frequency—the number of times term tk occurs in document
dj , and docfreq(Dtrain , tk) denotes document frequency—the number of documents in Dtrain which
contain tk.

This function expresses two intuitive notions: (1) the more frequent the term is in a document,
the more it contributes to its representation (term frequency), and (2) the more frequent the term
is among all documents, the less discriminatory it is (inverse document frequency).

Finally, in order to keep the weights between values 0 and 1, cosine normalization is performed:

wkj =
tf×idf(tk, dj)√∑|T|
i=1 tf×idf(ti, dj)2

3.2.1 Preprocessing

Before indexing actually takes place, certain preprocessing steps are necessary, in order to improve
both the speed and accuracy of the classifier. These steps are usually referred to as dimensionality
reduction, which deals with minimizing the number of features used to represent a document. Three
different procedures: stop word removal, stemming and feature selection, are described below.

Stop word removal. There are many English words, like articles, prepositions etc. which
are so common that they occur in practically every document, and have no discriminatory power
whatsoever. Thus, they can simply be ignored in the document indexing stage. There are ar-
guments to contradict this claim [17], but such an approach requires deeper semantic analysis of
texts, and the computational overhead does not justify its use with the system. The stop word list
from the SMART information retrieval system [18], which is freely available, is used by the system
to remove frequent words before any other processing takes place.

Stemming. In order for the classifier to recognize different variations of the same word,
stripping the suffix from the word stem may be performed. The algorithm, originally introduced
by Porter in [16], is employed in the system.

3http://www.scifac.ru.ac.za/coco/javacoco.htm



This procedure tends to improve classification accuracy, with a little extra computation cost.
We are currently experimenting with different classifiers to see if incorporating stemming into
the system is justified. Because of the difference in size between training documents from the
chosen subset of the dmoz corpus, and Web documents, stemming may significantly improve their
similarity where necessary, by reducing different forms of the same word in a Web page to their
unique stem.

Feature selection. This, more complex way of dimensionality reduction, is capable of strip-
ping up to 90%, or even 98% of features from the document representation, without significant
loss of classification accuracy [23]. Beside the obvious benefits of greater computational speed and
reduced memory size required for a system, its main motivation lies in actually improving the
accuracy of the classifier. The reason for this is that some classifiers are prone to “overfitting”
when presented with a lot of training data, which means that they recognize correctly only the
documents they were fed in the training phase, and react badly to previously unseen data (they
become too accurate). Feature selection is a good cure for overfitting with such classifiers.

Feature selection methods use some kind of term-goodness criterion to determine the “impor-
tance” of a term to the representation of a specific document. The less the importance of a term,
the more merrily may it be removed.

The simplest of all criterions which are in common use is document frequency (DF), that is,
the number of documents in which a feature occurs. Other criteria include information gain (IG),
mutual information (MI), chi-square (CHI) and odds ratio (OR), all of which use relations between
certain statistical properties of the training corpus to determine the importance of a term [19, 23].

From the several studies that were performed in the past, a common conclusion can be reached
that there is no single “best” feature selection method, because their performance varied with
the choices of classifiers and training document sets. With the exception of DF, all mentioned
methods were best performers in at least one study. Even DF performed surprisingly well, when
the reduction ratio was not greater than 90% [23].

Since only snippets are being categorized, there is no need to drastically reduce the number of
features (although it is possible [9, 7]), because of the danger to end up with empty documents in
the BOW representation.

3.3 Classification

Well known classifiers from Machine Learning, which were successfully applied to Text Catego-
rization, include Decision Tree and Decision Rule classifiers, Naive Bayes (NB) and Bayesian
Networks, Support Vector Machines (SVM), linear methods, k-Nearest Neighbor (kNN), Least
Linear Squares Fit (LLSF), Perceptrons, Neural Networks, Boosting etc. Out of all these, there
is general agreement that SVM, kNN and boosting are among the top performers when accuracy
is concerned [22, 20]. But, when classification speed is taken into account, out of the three only
SVMs meet the requirements of the system.

Experiments are being performed with the Support Vector Machines and Naive Bayes classifiers,
different methods of feature selection (if any), with or without stemming, aiming to find the optimal
combination for the needs of the system. Outside results cannot be trusted completely, since little
research was performed using the dmoz document collection (one exception being [5]). The reason
for this may lie in the fact that the dmoz Web Directory is constantly being changed and updated,
which makes comparing results harder. Most TC experiments so far were performed on some
variation of the document collection released by the Reuters News Agency4.

The hierarchical structure of dmoz categories is fully exploited in the proposed system. Instead
of treating all categories and subcategories equally, and building a classifier which assigns a Web
document to exactly one of them, a set of classifiers is built, which make several classification
decisions, from the root node to a leaf node of the category tree. Since improved presentation of
search results is the ultimate goal, the system emphasizes classification into categories which are
higher in the hierarchy. The reason for this is that in the case of classifier indecision to which non
top-level category to assign a document, it is better to leave it in the higher-level category, because
this makes the consequences of a classification error less serious—the user is more likely to locate

4 http://www.daviddlewis.com/resources/testcollections/reuters21578/



1. Class (Java 2 Platform SE v1.4.2)
2. Java 2 Platform SE v1.3.1: Class Class
3. Class Motorcycle Schools
4. Mercedes-Benz USA
5. X-ray Solar Flare Classification
6. W-Class Yacht Company
7. Class.com
8. Amazon.com: Books: CLASS. . .
9. PHP: Classes and Objects (PHP 4). . .

10. CLASServices Home Page
11. VN Boards – Choose A Board
12. Class Against Class
13. deportation-class.com — welcome!
14. The [. . . ] structure of an HTML document
15. The Official Class 95 FM Website. . .
16. The Mineral Gallery – Minerals by Class
17. ClassMates
18. M-Class / ML320 & ML430
19. Mercedes-Benz U.S. International, Inc.
20. “The Rise of the Creative Class” by. . .

Arts The Official Class 95 FM Website. . .
“The Rise of the Creative Class” by. . .

Business Mercedes-Benz USA
W-Class Yacht Company
deportation-class.com — welcome!
M-Class / ML320 & ML430
Mercedes-Benz U.S. International, Inc.

Computers Class (Java 2 Platform SE v1.4.2)
Java 2 Platform SE v1.3.1: Class Class
PHP: Classes and Objects (PHP 4). . .
The [. . . ] structure of an HTML document

Games VN Boards – Choose A Board
Science X-ray Solar Flare Classification

The Mineral Gallery – Minerals by Class
Shopping Amazon.com: Books: CLASS. . .

Society Class Motorcycle Schools
Class.com
CLASServices Home Page
Class Against Class
ClassMates

Figure 2: List vs. categorized presentation style for query “class”.

the document if it is presented in one of the top categories. In other words, precedence is given to
presentation over absolute accuracy. Some other approaches to Hierarchical Text Categorization
are presented in [10, 21].

There are approaches to categorization of hypertext which take into account not only docu-
ment content, but also their structure and relations provided by hyperlinks [24]. They were not
considered for the system, but it would be interesting to experiment with them if “live” documents
were used in the training phase, instead of only descriptions. Some sort of caching of information
about Web documents would then be necessary.

Applying the classifier not to actual Web pages linked to from the search results list, but to short
snippets of those pages enhances the speed of the classifier considerably, saving the time needed
to download the actual pages from the Web (remember, we are not using caching). The question
whether this optimization could drastically reduce classification accuracy, is in part answered by
the second round of experiments. However, the system has to prove itself in practice, possibly
through a controlled experiment involving live users. The fact that the same Web page, found
using different queries, could be categorized differently (due to the fact that the returned snippets
may be entirely different), is not actually a problem, because most Web pages really fit several
categories, so using the snippet actually puts classification into the context of the user’s search.

3.4 The User Interface

Figure 2 shows an example scenario—the presentation of first 20 search results for a simple one
word query “class”. It is evident that the categorized presentation style is superior to the list style
in terms of layout and ease of “skimming” through to find information of interest. This is especially
the case when the posed query contains ambiguous words, when the intended meaning of the word
could be captured by only a few categories. For instance, if the query “class” was posed by someone
interested in object-oriented programming, he would easily find all relevant information inside the
Computers category. Such a scenario is feasible, since a survey by the NEC Research Institute
showed that about 70% of Internet users typically use only single word queries [2].

Together with classification speed and accuracy, the presentation of categorized search results
is by far the most important aspect of the system. The user needs to be given a clear, yet concise
overview of results obtained from the search engine, and the ability to quickly navigate his way
to the information of interest. In order to provide this, the system indicates the percentage of
results which populate a category, along with their number. Furthermore, experiments are being
conducted concerning the initial “visibility” of search results within categories, in opposition to
giving a compact overview of the situation to the user. Three variations are being considered:

• Completely “collapsed” categories. This interface mimics the behavior of an actual Web



directory, and gives, on a single screen, a complete overview of populated categories. But, it
may require a lot of interaction from the user to locate the wanted information.

• All categories “expanded” (perhaps only to levels two or three). While giving a complete
view of the categories and their contents, it may be required from the user to additionally
scroll the screen several times.

• A combination of the above two approaches, which shows only a portion of results from
each category, giving the user the chance to further expand the category of interest. Sorting
links within a category according to ranking information from the search engine is especially
beneficial in this case, making it more probable for the shown portion of results to be relevant
to the user.

The choice of the variation may as well depend on the number of search results returned from the
search engine, even resorting to the linear model if there are only a few results available.

Varying the number of category levels for presentation with regard to the number of results is
another issue under experimentation. It is not feasible to scatter ten results inside a three level
hierarchy with twelve top-level categories, as much as it is not so useful to cram 1200 results into
only twelve top-level categories.

4 Conclusion

This paper gave a brief overview of the use of ontologies to enhance search in the context of the Web,
and put particular emphasis on one application—automatic categorization of search results. The
described approach could easily be applied to a tool for semi-automatic Web directory population,
by employing Web crawlers and categorizing pages they find interesting. In a wider context,
the approach can be viewed as a support technology for more “semantic” Web technologies, by
simplifying preprocessing and annotation of large amounts of data, thus assisting in the transition
of the Web to the Semantic Web.

Further work on the system, on one hand, includes experimenting with different classifiers,
feature selection and stemming, in order to find the best possible combination for the application to
automatic categorization of search results. There is also the possibility of exploiting the framework
to perform further classification tests in their own right, using other document corpora. On the
other hand, tuning the parameters of the user interface, to find the best possible way of presentation
and interaction with the user, is another interesting direction of research.
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