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Abstract
In the context of many data mining tasks, high dimensional-
ity was shown to be able to pose significant problems, com-
monly referred to as different aspects of the curse of dimen-
sionality. In this paper, we investigate in the time-series do-
main one aspect of the dimensionality curse called hubness,
which refers to the tendency of some instances in a data
set to become hubs by being included in unexpectedly many
k-nearest neighbor lists of other instances. Through empir-
ical measurements on a large collection of time-series data
sets we demonstrate that the hubness phenomenon is caused
by high intrinsic dimensionality of time-series data, and shed
light on the mechanism through which hubs emerge, focusing
on the popular and successful dynamic time warping (DTW)
distance. Also, the interaction between hubness and the in-
formation provided by class labels is investigated, by con-
sidering label matches and mismatches between neighboring
time series.

Following our findings we formulate a framework for cat-
egorizing time-series data sets based on measurements that
reflect hubness and the diversity of class labels among near-
est neighbors. The framework allows one to assess whether
hubness can be successfully used to improve the performance
of k-NN classification. Finally, the merits of the framework
are demonstrated through experimental evaluation of 1-NN
and k-NN classifiers, including a proposed weighting scheme
that is designed to make use of hubness information. Our
experimental results show that the examined framework, in
the majority of cases, is able to correctly reflect the cir-
cumstances in which hubness information can effectively be
employed in k-NN time-series classification.

1 Introduction
High dimensionality of data space can present seri-
ous challenges to many data mining tasks, including
nearest-neighbor search and indexing [25], outlier detec-
tion [1], Bayesian modeling [5], etc. These challenges are
nowadays commonly referred to as the curse of dimen-
sionality, a term originally introduced by Bellman [3].
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One of the many domains amenable to the dimension-
ality curse is time-series analysis. Although it has been
suggested that, due to autocorrelation, time series typ-
ically have lower intrinsic dimensionality compared to
their length [22], there exist problems where the effects
of intrinsic dimensionality may not be negligible, for
instance in time-series prediction [37]. In this paper
we study the impact of the dimensionality curse on the
problem of time-series classification.

Time-series classification has been studied exten-
sively by machine learning and data mining commu-
nities, resulting in a plethora of different approaches
ranging from neural [32] and Bayesian networks [31] to
genetic algorithms and support vector machines [13].
Somewhat surprisingly, the simple approach involving
the 1-nearest neighbor (1-NN) classifier and some form
of dynamic time warping (DTW) distance was shown to
be competitive, if not superior, to many state-of-the art
classification methods [11, 23].

Recently, in [33] we demonstrated a new aspect
of the dimensionality curse for general vector spaces
and distance measures (e.g., Euclidean and cosine) by
observing the phenomenon of hubness : intrinsically
high-dimensional data sets tend to contain hubs, i.e.,
points that appear unexpectedly many times in the
k-nearest neighbor lists of all other points. More
precisely, let D be a set of points and Nk(x) the
number of k-occurrences of each point x ∈ D, i.e.,
the number of times x occurs among the k nearest
neighbors of all other points in D. With increasing
intrinsic dimensionality of D the distribution of Nk

becomes considerably skewed to the right, resulting in
the emergence of hubs.

In [33] we have shown that the hubness phenomenon
affects the task of classification of general vector space
data, notably the k-nearest neighbor (k-NN) classifier,
support vector machines (SVM), and AdaBoost. Hub-
ness affects the k-NN classifier by making some points
(the hubs) substantially more influential on the classifi-
cation decision than other points, thereby enabling cer-
tain points to misclassify others more frequently. This
implies that in such situations the classification error
may not be distributed uniformly but in a skewed way,
with the responsibility for most of the classification er-
ror laying on a small part of the data set.



The phenomenon of hubness is relevant to the
problem of time-series classification because, as will be
shown, it impacts the performance of nearest neighbor
methods which were proven to be very effective for this
task. In this paper, we provide a detailed examination of
how hubness influences classification of time series. We
focus on the widely used k-NN classifier coupled with
DTW distance, hoping that our findings will motivate a
more general investigation of the impact of hubness on
other classifiers for time series as a direction of future
research. We use a collection of 35 data sets from
the UCR repository [24] and from [11], which together
comprise a large portion of the labeled time-series data
sets publicly available for research purposes today.

To express the degree of hubness within data sets,
we use the skewness measure (the standardized 3rd
moment) of the distribution of Nk. We establish a link
between hubness and classification by measuring the
amount of class label variation in local neighborhoods.
Based on these measurements we develop a framework
to categorize different data sets. The framework allows
identifying different degrees of hubness among the time-
series data sets, determining for a significant number
of them that classification can be improved by taking
into account the hubness phenomenon. The latter
fact is demonstrated through a simple, yet effective
weighting scheme for the k-NN classifier, suggesting
that consideration of hubness, in cases where it emerges,
can allow the k-NN classifier (in general, with k > 1) to
attain significantly better accuracy than the currently
considered top-performing 1-NN classifier, which is not
aware of hubness.

The rest of the paper is organized as follows. The
next section provides an overview of related work. Sec-
tion 3 explores the hubness phenomenon, relating it
with the intrinsic dimensionality of time-series data, and
showing that there exist data sets with non-negligible
amounts of hubness and relatively high intrinsic dimen-
sionality. Section 4 discusses the impact of hubness on
time-series classification, introducing the framework for
relating hubness with k-NN performance. Section 5 pro-
vides experimental evidence demonstrating that strong
hubness can be taken into account to improve the ac-
curacy of k-NN classification, and Section 6 concludes
the paper, providing guidelines for future work.

2 Related Work

Time-series classification is a well-studied topic of re-
search, with successful state-of-the-art approaches in-
cluding neural networks [32], Bayesian networks [31], ge-
netic algorithms [13], and support vector machines [13].
Nevertheless, the simple method combining the 1-NN
classifier and some form of DTW distance was shown to

be one of the best-performing time-series classification
techniques [11, 23].

DTW is a classical distance measure well suited to
the task of comparing time series [4]. It differs from Eu-
clidean distance by allowing the vector components that
are compared to “drift” from exactly corresponding po-
sitions, in order to minimize the distance and compen-
sate for possible “stretching” and “shrinking” of parts
of time series along the temporal axis.

One downside of DTW distance is that finding the
center of a group of time series is difficult [29, 30].
Several approaches have been proposed to date [17, 30],
all based on averaging two time series along the same
path in the matrix used to compute DTW distance by
dynamic programming, with the differences in the order
in which the time series are considered. The approach
of sequential averaging of time series [17] will be used in
later sections of this paper to locate centers of different
sets of time series. This is performed by taking the
time series in some predetermined sequence, averaging
the first two, then averaging the result with the third
time series, and so on. After each averaging, uniform
scaling [16, 30] will be applied to reduce the length of
the average to the length of other time series in the set.

Hubness, on the other hand, was initially ob-
served within different application areas, e.g. music re-
trieval [2], speech recognition [12], and fingerprint iden-
tification [19], where it was perceived as a problematic
situation, but without connecting it with intrinsic di-
mensionality of data. This connection was proposed
in [33], where hubness was also related to the phe-
nomenon of distance concentration [15]. Besides k-NN,
it was shown that hubness affects other classifiers (SVM,
AdaBoost), clustering, and information retrieval [33].
Nevertheless, to our knowledge, no thorough investiga-
tion has been conducted so far concerning hubness and
its consequences in the field of time-series classification.

An observation that some time series can misclas-
sify others in 1-NN classification more frequently than
expected was recently stated in [21], suggesting a heuris-
tical method to consider the second and third neighbor
in case the first neighbor misclassifies at least one in-
stance from the training set. However, no study of the
general hubness property was made, nor was the relation
to intrinsic dimensionality established. In Section 4 we
discuss correcting erroneous class information in k-NN
classification with a more general approach than the
heuristic scheme of [21].

3 Hubness in Time Series

This section will first establish the relation between hub-
ness and time series, and then explain the origins of
hubness in this field. For clarity of presentation, we ini-



tially focus our investigation on the unconstrained DTW
distance, due to the simplicity of evaluation resulting
from the lack of parameters that need to be tuned. An-
other reason is that the unconstrained DTW distance is
among the best-performing distance measures for 1-NN
classification [11]. However, analogous observations can
be made for constrained DTW distance (CDTW) with
varying tightness of the constraint parameter, and ulti-
mately for Euclidean distance. We defer a more de-
tailed discussion about these distance measures until
Section 5.3.

After illustrating the correspondence of hubness
and intrinsic dimensionality in Section 3.1, a more
thorough investigation into the causes of hubness in a
large collection of time-series data sets is presented in
Section 3.2. Finally, the interplay between hubness and
dimensionality reduction is studied in Section 3.3.

3.1 An Illustrative Example. Please recall the
notation introduced in Section 1: Let D be a set of
points1 and Nk(x) the number of k-occurrences of each
point x ∈ D, i.e., the number of times x occurs among
the k nearest neighbors of all other points in D, with
respect to some distance measure. Nk(x) can also be
viewed as the in-degree of node x in the k-nearest
neighbor digraph made up of points from D.

We begin with an illustrative example demonstrat-
ing how hubness emerges with increasing intrinsic di-
mensionality of time-series data sets. The intrinsic di-
mensionality, denoted dmle, has been approximated us-
ing the maximum likelihood estimator [26]. Figure 1
plots the distribution of Nk for the DTW distance on
three time-series data sets (selected from the collection
given in Table 1) with characteristic dmle values that are
low, medium, and high, respectively. In this example,
Nk is measured for k = 10, but analogous results are
obtained with other values of k. It can be seen that the
increase of the value of dmle in Fig. 1(a) to Fig. 1(c)
corresponds to an increase of the right tail of the distri-
bution of k-occurrences, causing some time series from
the data set in Fig. 1(b), and especially Fig. 1(c), to
have a significantly higher value of Nk than the ex-
pected value, which is equal to k. Therefore, for the
considered three time-series data sets we observe that
the increase of hubness closely follows the increase of
intrinsic dimensionality.

3.2 The Causes of Hubness. In this section we
will move on from illustrating to more rigorously es-
tablishing the positive correlation between hubness and

1For convenience of using vector-space terminology, we shall
refer to “time series” and “points” interchangeably.

intrinsic dimensionality in time-series data, through em-
pirical measurements over a large collection of time-
series data sets. Furthermore, through additional mea-
surements it will be shown that, for intrinsically high-
dimensional data sets, hubs tend to be located in the
proximity of centers of high-density regions, i.e., groups
of points which can be determined by clustering. The
reasons behind this tendency will be discussed in the
exposition that follows.

First, we express the degree of hubness in a data
set by a single number – the skewness of the distribu-
tion of k-occurrences measured by its standardized 3rd
moment: SNk

= E(Nk − μNk
)3/σ3

Nk
(μNk

, σNk
are the

mean and standard deviation of Nk, respectively). We
examine 35 time-series data sets from the UCR repos-
itory [24] and from [11], listed in Table 1.2 First five
columns specify the data set name, number of time se-
ries (n), time-series length, i.e. embedding dimension-
ality (d), estimated intrinsic dimensionality (dmle), and
number of classes. Column 6 gives the skewness SNk

of the data sets. We fix k = 10 for skewness and sub-
sequent measurements given in Table 1. Results anal-
ogous to those presented in the following sections are
obtained with other values of k.

The SN10 column of Table 1 shows that the distri-
butions of N10 for all examined data sets are skewed
to the right, with notable variations in the degrees of
skewness.3 The correspondence between hubness and
intrinsic dimensionality is demonstrated by computing
Spearman correlation between SN10 and dmle over all
35 data sets, revealing it to be strong: 0.68. On the
other hand, there is practically no correlation between
SN10 and d: 0.05. This verifies the previously mentioned
point that hubness emerges only with increasing intrin-
sic dimensionality, and that high dimensionality in itself
is not sufficient since the intrinsic dimensionality can be
significantly lower.

Although it is now evident that high intrinsic di-
mensionality creates hubs, it is relevant to understand
how exactly this happens. Explanation is provided by
examining the location of hubs inside the data sets.
In particular, for data sets with strong hubness it will
be shown that hubs tend to be close to the centers of
high density regions, i.e., groups of similar points. In or-
der to explain the mechanism through which hubness,
intrinsic dimensionality, and groups of points interact,
we introduce column 8 in Table 1.

2We omit three data sets (Beef, Coffee, OliveOil) from consid-
eration due to their small size (60 time series or less), which ren-
ders the estimates of SNk

(and other measures introduced later)
unstable.

3If SNk
= 0 there is no skewness, positive (negative) values

signify skewness to the right (left).
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Figure 1: Distribution of N10 for DTW distance on time-series data sets with increasing estimates of intrinsic
dimensionality (dmle).

Name n d dmle Cls. SN10 Clu. CN10
cm B̃N 10 CAV

Car 120 577 5.99 4 1.628 9 −0.454 0.454 0.599
MALLAT 2400 1024 9.22 8 1.517 8 −0.280 0.026 0.087
Lighting7 143 319 9.03 7 1.313 9 −0.393 0.403 0.432
SyntheticControl 600 60 20.06 6 1.056 8 −0.412 0.017 0.070
Lighting2 121 637 7.57 2 0.962 10 −0.465 0.244 0.465
SwedishLeaf 1125 128 11.27 15 0.905 10 −0.255 0.271 0.769
Haptics 463 1092 9.77 5 0.901 6 −0.538 0.620 0.728
SonyAIBORobotSurface 621 70 12.57 2 0.899 9 −0.471 0.054 0.166
StarLightCurves 9236 1024 13.43 3 0.879 8 −0.312 0.080 0.223
Symbols 1020 398 6.22 6 0.843 6 −0.372 0.027 0.347
Fish 350 463 6.61 7 0.838 2 −0.426 0.356 0.604
ItalyPowerDemand 1096 24 9.01 2 0.833 10 −0.274 0.061 0.486
SonyAIBORobotSurfaceII 980 65 10.50 2 0.817 9 −0.436 0.069 0.316

FaceAll 2250 131 9.33 14 0.740 9 −0.286 0.073 0.371
50Words 905 270 7.26 50 0.670 6 −0.267 0.437 0.313
WordsSynonyms 905 270 7.26 25 0.670 6 −0.228 0.419 0.422
Yoga 3300 426 5.51 2 0.624 5 −0.091 0.128 0.478
OSULeaf 442 427 8.73 6 0.598 3 −0.368 0.457 0.623
Motes 1272 84 8.81 2 0.523 4 −0.270 0.101 0.373
ChlorineConcentration 4307 166 1.73 3 0.501 6 −0.012 0.316 0.600
Adiac 781 176 6.10 37 0.383 9 −0.307 0.520 0.644
GunPoint 200 150 3.75 2 0.373 5 −0.390 0.162 0.419
FaceFour 112 350 5.66 4 0.367 9 −0.467 0.151 0.154
InlineSkate 650 1882 5.89 7 0.350 8 −0.276 0.609 0.771
MedicalImages 1141 99 6.18 10 0.322 8 −0.272 0.312 0.460
DiatomSizeReduction 322 345 4.82 4 0.299 5 −0.135 0.013 0
Wafer 7164 152 3.54 2 0.269 8 −0.041 0.014 0.182
ECG200 200 96 9.03 2 0.234 5 −0.488 0.236 0.333
CinC 1420 1639 5.43 4 0.145 8 −0.238 0.079 0.677
ECGFiveDays 884 136 7.07 2 −0.027 5 −0.185 0.038 0.370

CBF 930 128 23.75 3 2.393 5 −0.387 0.001 0
TwoPatterns 5000 128 14.52 4 2.104 10 −0.488 0 0.002
Trace 200 275 11.05 4 0.680 6 −0.396 0.009 0.003
TwoLeadECG 1162 82 6.49 2 0.320 3 −0.188 0.002 0.468
Plane 210 144 4.01 7 −0.040 9 −0.593 0.003 0

Table 1: Time-series data sets from the UCR repository [24] and from [11].



CN10
cm (column 8) is the correlation between the

distance of a point to the center of its own cluster,
and N10, over all points in a data set. Clusters were
determined using agglomerative hierarchical clustering
with complete linkage [36], with the number of clusters,
determined by the refined L method [34], given in
column 7 of Table 1. Since the arithmetic mean is not
necessarily the best center of a group of points with
respect to dynamic time warping distance, whenever a
center was needed we performed 10 runs of sequential
DTW averaging [17] (see Section 2) with different
random permutations of points, considered in addition
the arithmetic mean, and adopted as the center the
point which was, on average, closest to all points from
the group.

In column 8 of Table 1, negative correlation can be
observed for every data set. A stronger negative correla-
tion indicates that time series closer to their respective
cluster center tend to have higher N10. Overall, the
correlations in column 8 indicate that hubs tend to be
close to the centers of high-density groups that are re-
flected by the clusters (the average value of CN10

cm is equal
to −0.339). Moreover, the Spearman correlation over
all 35 data sets between SN10 and CN10

cm is −0.38. This
suggests that data sets with stronger hubness tend to
have the hubs more localized to the proximity of cluster
centers (which we verified by examining the individual
scatter plots).

The reason why for intrinsically high-dimensional
data sets hubs emerge in the proximity of group cen-
ters is related to the phenomenon of distance concen-
tration [20, 15]. Distance concentration refers to the
tendency of distances between all pairs of points in an
intrinsically high-dimensional data set to become almost
equal, in the sense that distance spread (measured by,
e.g., variance) becomes negligible compared to distance
magnitude (expressed by, e.g., the mean of all pairwise
distances). In such circumstances, the property that a
point which is closer to the group center tends to be
closer, on average, to all other points in the group, be-
comes amplified by high intrinsic dimensionality, mak-
ing points close to group centers have higher probabil-
ity of inclusion into k-NN lists of other points, thereby
turning such points into hubs.

3.3 Hubness and Dimensionality Reduction.
In the preceding section it was shown that the skewness
of Nk is strongly correlated with intrinsic dimensional-
ity (dmle) of time-series data. We elaborate further on
the interplay of hubness and intrinsic dimensionality by
considering dimensionality reduction (DR) techniques.
The main question is whether DR can alleviate the issue
of the skewness of k-occurrences altogether.

We examined three classic dimensionality reduc-
tion techniques widely used on time-series data: dis-
crete Fourier transform (DFT) [14], discrete wavelet
transform (DWT) [7], and singular value decomposi-
tion (SVD) [14]. Figure 2 depicts for several real data
sets the relationship between the percentage of features
maintained the DR methods, and SNk

for k = 10 and
Euclidean distance. In addition, the plots also show the
behavior of skewness on synthetic vector space data,
where every vector component was drawn from an iid
uniform distribution in the [0, 1] range (2000 vectors
were generated, and the average SNk

over 20 runs with
different random seeds reported).

For real data, observing the plots right to left (from
high dimensionality to low) reveals that SNk

remains
relatively constant until a small percentage of features
is reached, after which it there is a sudden drop. This
means that the distribution of k-occurrences remains
considerably skewed for a wide range of dimensionali-
ties, for which there exist time series with much higher
Nk than the expected value (10). The point of the sud-
den drop in the value of SNk

is where the intrinsic di-
mensionality is reached, and further dimensionality re-
duction may incur loss of information. The observed
behavior for real data is in contrast with the case of
iid uniform random data, where SNk

steadily reduces
with the decreasing number of (randomly) selected fea-
tures (DR is not meaningful in this case), because in-
trinsic and embedding dimensionalities are equal. These
findings indicate that dimensionality reduction may not
have a significant effect on the skewness of Nk when the
number of features is above the intrinsic dimensional-
ity, a result that is useful in most practical cases since
otherwise loss of valuable information may occur.

4 The Impact of Hubness on Time-Series
Classification

In this section we move on to determining how the in-
formation provided by labels interacts with hubness and
intrinsic dimensionality, with the primary motivation
of making the findings useful in the context of near-
est neighbor classification of time series. Section 4.1
defines the notions of “good” and “bad” k-occurrences
based on whether the labels of neighbors match or not,
and explains the mechanisms behind the emergence of
“bad” hubs, i.e., points with an unexpectedly high num-
ber of nearest neighbor relationships with mismatched
labels. Section 4.2 describes a framework to categorize
time-series data sets based on measures of hubness and
the distribution of label mismatches within a data set,
allowing one to assess the merits of applying a simple
weighting scheme for the k-NN classifier based on hub-
ness, which is introduced in Section 4.3.
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Figure 2: Skewness of N10 in relation to the percentage of the original number of features maintained by
dimensionality reduction.

4.1 “Good” and “Bad” k-occurrences. When
labels are present, k-occurrences can be distinguished
based on whether labels of neighbors match. We define
the number of “bad” k-occurrences of x, BN k(x), as
the number of points from D for which x is among the
first k nearest neighbors and the labels of x and the
points in question do not match. Conversely, GN k(x),
the number of “good” k-occurrences of x, is the number
of such points where labels do match. Naturally, for
every x ∈ D, Nk(x) = BN k(x) + GN k(x).

To account for labels, we introduce B̃N k, the sum
of all “bad” k-occurrences of a data set normalized
by dividing it with

∑
x Nk(x) = kn. Henceforth,

we shall also refer to this measure as the BN k ratio.
The motivation behind the measure is to express the
total amount of “bad” k-occurrences within a data set.
Table 1 includes B̃N 10 (column 9).

“Bad” hubs, i.e., points with high BN k, are of
particular interest to supervised learning since they
affect k-NN classification more severely than other
points. To understand the origins of “bad” hubs in real
data, we rely on the notion of the cluster assumption
from semi-supervised learning [8], which roughly states
that most pairs of points in a high density region
(cluster) should be of the same class.

To measure the degree to which the cluster assump-
tion is violated in a particular data set, we simply de-
fine the cluster assumption violation (CAV) coefficient
as follows. Let a be the number of pairs of points which
are in different classes but in the same cluster, and b
the number of pairs of points which are in the same
class and cluster. Then, we define CAV = a/(a + b),
which gives a number in range [0, 1], higher if there is
more violation. To reduce the sensitivity of CAV to the
number of clusters (too low and it will be overly pes-
simistic, too high and it will be overly optimistic), we
choose the number of clusters to be 5 times the number
of classes of a particular data set. As in Section 3.2, we

use hierarchical agglomerative clustering with complete
linkage [36].

For all 35 examined time-series data sets, we com-
puted the Spearman correlation between B̃N 10 and
CAV (column 10 of Table 1), and found it strong (0.74).
In contrast, both B̃N 10 and CAV are not correlated
with the skewness of N10 (measured correlations are
0.01 and −0.07, respectively). The latter fact indicates
that high intrinsic dimensionality and hubness are not
sufficient to induce “bad” hubs. Instead, we can ar-
gue that there are two, mostly independent, factors at
work: violation of the cluster assumption on one hand,
and hubness induced by high intrinsic dimensionality on
the other. “Bad” hubs originate from putting the two
together; i.e., the consequences of violating the cluster
assumption can be more severe in high dimensions than
in low dimensions, not in terms of the total amount of
“bad” k-occurrences, but in terms of their distribution,
since strong hubs are now more prone to “pick up” bad
k-occurrences than non-hub points.

4.2 A Framework for Categorizing Time-Series
Data Sets. Based on the conclusions of the previous
subsection, we will now formulate a framework to cat-
egorize time-series data sets into 3 different cases. The
examination of the 3 cases will divide the considered 35
time-series data sets into three zones, separated by hor-
izontal lines in Table 1.4 The motivation for using this
framework is to help assess when hubness can play an
important role in time-series classification.

A first observation regarding the collection of the
data sets in Table 1 is that those contained in Zone 3
(at the bottom of Table 1) have extremely low B̃N k (and
thus, in most cases, the measured CAV) values, which

4Zone 1 contains data sets from Car to SonyAIBORobotSur-
faceII, Zone 2 from FaceAll to ECGFiveDays, and Zone 3 from
CBF to Plane.



−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4
SonyAIBORobotSurface: DTW, CMDS

−10 −5 0 5 10 15
−8

−6

−4

−2

0

2

4

6

8
Yoga: DTW, CMDS

(a) (b)

Figure 3: Two time-series data sets reduced to two dimensions by classical MDS.

are about one or two orders of magnitude smaller than
the B̃N k values of data sets in other zones. For Zone 3
data sets, the cluster assumption is hardly violated,
that is, they contain an insignificant number of label
mismatches between neighbors.5 Please note that the
data sets in Zone 3 have varying skewness (SNk

) values,
some of them being relatively high compared to those
in other zones. This is in agreement with the discussion
from Section 4.1 because when there is no violation of
the cluster assumption, skewness cannot create “bad”
hubs. Therefore, for data sets in Zone 3, which are
practically trivial since the expected error rate will be
close to 0, hubness cannot play a significant role.

The remaining data sets, i.e., those with non-
negligible B̃N k (and therefore, in most cases, the mea-
sured CAV), can be separated according to their skew-
ness into two zones. In Zone 1 (at the top of Table 1)
we placed data sets with relatively higher SNk

values
than those in Zone 2 (in the middle of Table 1). The
separation between the two zones was made at approx-
imately the middle value of SNk

, because there exists
a noticeable gap between the values of SNk

that in a
sense creates two natural clusters that correspond to the
two zones.6 From the discussion in Section 4.1 it follows

5We found the CAV measure to be somewhat unstable with
respect to the choice of clustering algorithm and number of

clusters. For this reason, we will rely mostly on the B̃N k measure
which is strongly correlated with CAV, but at the same time more
stable and more clearly defined.

6In particular, within the two zones, the differences between
consecutive values of SNk

are mostly in the order of the second
decimal digit, whereas this difference between SonyAIBORobot-
SurfaceII and 50Words is in the order of the first decimal digit.
FaceAll is a boundary case that was assigned to the second zone
because its SNk

value is closer to that of 50Words than to that
of SonyAIBORobotSurfaceII.

that the data sets in Zone 1 have the potential to contain
“bad” hubs, because they combine high skewness with
cluster assumption violation, i.e., the two factors that
lead to the creation of “bad” hubs. Hubness can play
a significant role in this case by having the “bad” hubs
bear responsibility for most of the error, because the
classification error is not distributed uniformly. As will
be shown in Section 5, for data sets in Zone 1, hubness
can be successfully taken into account in order to im-
prove the performance of k-NN classification. This fact
will be demonstrated by applying a simple weighting
scheme that attempts to reduce the influence of “bad”
hubs on the classification decision (Section 4.3).

For the data sets in Zone 2, cluster assumption vi-
olation exists. However, the skewness of k-occurrences
for these data sets is relatively low. Thus, according to
Section 4.1, the data sets in Zone 2 are not expected
to contain “bad” hubs that are strong enough to be re-
sponsible for most of the error that is created by cluster
assumption violation. In this case, the error distributes
more uniformly than in the case of Zone 1. Conse-
quently, hubness is expected to have a less important
role in Zone 2.

It is worth understanding further the case of Zone 2,
in order to explain the cause of the non-negligible
“badness” (BN k), since it cannot be attributed to hubs.
The class labels of data sets from Zone 2 are distributed
in a mixed way that can be visualized as a checkerboard-
like pattern. For example, Figure 3 plots two time-
series data sets reduced to two dimensions by classical
multidimensional scaling (CMDS) [35]: Figure 3(a) for
SonyAIBORobotSurface, which belongs to Zone 1, and
in Figure 3(b) for Yoga, which belongs to Zone 2 (for
clarity of presentation, both cases contain 2 distinct
class labels). It can be seen that class labels in Fig. 3(b)



are considerably more mixed than in Fig. 3(a). For
a given point in the Yoga data set, this causes the
neighbors other than the first to be much more likely
to carry different class labels. At the same time, such
behavior is not expected from the majority of points in
the SonyAIBORobotSurface data set. In the case that
the mixture of class labels is intense among neighbors,
lower values of k for k-NN classification are expected
to perform better, and when the mixture is very high,
setting k = 1 can be viewed as the best option.7

To obtain a more quantitative evaluation support-
ing the aforementioned discussion, let us define a sim-
ple measure based on entropy, as follows. Assuming
class labels in a data set take the values 1, 2, . . . , K and
c ∈ {1, 2, . . . , K}, let pc,k(x) be the probability of ob-
serving class c among the k nearest neighbors of point
x, measured from the data set. We define the k-entropy
of point x as

Hk(x) = −
K∑

c=1

pc,k(x) log pc,k(x) ,

where, by standard definition, we assume 0 log 0 = 0.
A higher value of k-entropy for point x indicates a
higher degree of mixture of class labels among the
k nearest neighbors of x. We define the k-entropy
of a data set, Hk, as the average k-entropy of all its
points. Figure 4 plots for increasing k the median
values of Hk computed separately for the 3 examined
zones. For data sets in Zone 2 it is evident that Hk

steadily increases with increasing values of k. Thus,
for these data sets the k-NN classifier is expected to
deteriorate with increasing k. This suggests that the
1-NN classifier will be very competitive in this case and
that it will be difficult for a weighting scheme similar
to the one presented in the following section (which
examines k > 1) to attain any improvement.

In summary, this section focused on the categoriza-
tion of data sets according to the factors described in
Section 4.1. The resulting framework allows one to iden-
tify a number of data sets, i.e., those in Zone 1, for
which hubness can play an important role in k-NN clas-
sification. This result motivates the development of the
weighting scheme that will be presented in the following
section and demonstrate the role of hubness.

4.3 Weighting Scheme for k-NN Classification.
As explained above, for several data sets the k-NN

7A more comprehensive explanation of this case is illustrated
in [18] (p. 468) through an example of an “easy” and a “difficult”
problem for the k-NN classifier. The difficult data set was syn-
thetically generated with labels being assigned to points according
to regions that form a 3-dimensional checkerboard pattern.
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Figure 4: Median k-entropy for increasing values of k,
computed over data sets in Zone 1, Zone 2, and Zone 3.

classifier can be negatively affected by the presence
of “bad” hubs, because they provide erroneous class
information to many other points. To validate this
assumption, we will evaluate a simple weighting scheme.
For each point x, we calculate its standardized “bad”
hubness score:

hB(x, k) = (BN k(x) − μBNk
)/σBNk

,

where μBNk
and σBN k

are the mean and standard
deviation of BN k, respectively. During majority voting,
when a point x participates a k-NN list, its vote is
weighted by

wk(x) = e−hB(x,k) .

The effect of the weighting is that it decreases the
influence of “bad” hubs on the classification decision.
The k value for wk(x) is naturally set to the k value
used by the k-NN classifier.

Note that the primary motivation for introducing
this modification of the k-NN classifier is not to com-
pete with the state-of-the-art time-series classifiers, but
rather to illustrate the significance of the hubness phe-
nomenon for time-series classification, and describe the
circumstances in which hubness can be made useful.
A more detailed examination and comparison of several
different weighting schemes is addressed as a direction
for future work.

5 Experimental Evaluation

The potential usefulness of hubness for k-NN time-
series classification will be demonstrated in this section
through an experimental comparison of weighted k-NN
(k-WNN) described in Section 4.3 with regular 1-NN
and k-NN classifiers.



5.1 The Experimental Setup. All 35 data sets
from Table 1 are included in the experiments. For data
sets of size 200 and larger, we performed 10 runs of
10-fold cross-validation, recording average error rates of
1-NN, k-WNN, and k-NN (for the later two we exam-
ined 2 ≤ k ≤ 10). On data sets containing less than 200
time series, the classifiers were evaluated through leave-
one-out cross-validation, which is a commonly followed
practice for small data sets. As in previous sections, we
consider the DTW distance.

5.2 k-NN Classification Results. Table 2, in its
rightmost three columns, shows the average error rates
of 1-NN, k-WNN, and k-NN, respectively. Since our
primary goal is to provide a simple demonstration of
possible merits of using hubness to improve k-NN time-
series classification, we report weighted and unweighted
k-NN error rates for the value of k for which k-WNN
exhibited the smallest error. As in Table 1, separation
between zones 1–3 described in Section 4.2 is signified
by horizontal lines.

It can be observed that, as expected from the
discussion in Section 4.2, in Zone 1 weighted k-NN
outperforms 1-NN in the vast majority of cases, while
the opposite is true in Zone 2. The smallest error
rates of the three classifiers are highlighted in boldface.8

Over both zones, weighted k-NN predominantly exhibits
smaller error rates than the regular k-NN, but only
in Zone 1 was the benefit of considering hubness large
enough to yield improvement over 1-NN.

The above observations reinforce the categorization
of data sets introduced in Section 4.2. On one hand,
data sets from Zone 2 do not exhibit strong hubness,
so the weighting scheme is not particularly successful at
reducing the influence of “bad” hubs since there exist
no significant hubs to begin with. On the other hand,
as indicated in Fig. 4, for data sets in Zone 2 there is
a much stronger increase of k-entropy with successive
values of k than for data sets in Zone 1, which suggests
that considering additional neighbors in Zone 2 data sets
does not provide correct and useful label information to
the k-NN classifier. For these two reasons, with Zone 2
data sets 1-NN is expected to be the superior classifier in
the majority of cases, which is confirmed by the results
given in Table 2. In Zone 1, however, the combination of
strong hubness and mild increase of k-entropy provides
the weighted k-NN classifier with enough leverage to
outperform 1-NN.

8In cases where 10×10-fold cross-validation was used, sym-
bols •/◦ denote statistically significant improvement/degradation
of error for k-WNN and k-NN with respect to 1-NN, according to
the corrected resampled t-test [28] at 90% confidence level.

In addition, we believe that the described catego-
rization offers an interesting byproduct. It helps to bet-
ter understand why the 1-NN classifier has proven to be
effective in so many cases in the context of time-series
classification. For the data sets in Zone 3, the 1-NN
classifier is effective because there is hardly room for
improvement by any other classifier on those data sets.
For the data sets in Zone 2, 1-NN classifier is effective
since the mixture of class labels in a checkerboard-like
fashion deteriorates the performance of classifiers that
consider more points in the data sets beyond the imme-
diate neighbor.

5.3 Other Distance Measures and Methods.
The findings described in the preceding sections focused
primarily on the unconstrained DTW distance. How-
ever, the phenomenon of hubness, which was shown to
be a potentially significant factor for time-series clas-
sification, is also present when constrained versions of
DTW distance are used, including Euclidean distance.
To verify this, Fig. 5(a) shows the average value of skew-
ness of k-occurrences (for k = 10) over real data sets for
constrained DTW distance with varying values of the
constraint parameter r: r = 0% (Euclidean distance),
r = 3%, 5%, 10%, and r = 100% (unconstrained DTW).
It can be seen that the average skewness stays relatively
constant.9 From this, and also from observing the SNk

values for individual data sets, we conclude that no sin-
gle variant of the (C)DTW distance can be considered,
in general terms, particularly prone to hubness.

On the other hand, over the 35 data sets we did
detect a significant difference in the total amount of
“badness” between different distance measures. Fig-
ure 5(b) plots the mean BN k ratio (B̃N k) for k = 10
and (C)DTW distance with the same range of the con-
straint parameter r as in Fig. 5(a). It can be seen that
Euclidean distance exhibits considerably higher values
of the BN k ratio than CDTW distances with r > 0%.
Regarding the preceding discussions in this paper, this
means that the cluster structure imposed by Euclidean
distance tends to correspond with the class labeling
more weakly than the cluster structures of CDTW with
r > 0%. In other words, for time-series data Euclidean
distance tends to imply a higher degree of cluster as-
sumption violation in a data set. This observation may
represent an additional factor for the explanation of the
superiority of DTW over Euclidean distance for time-
series classification.

9We removed from this measurement the 3 highest skewness
values from data sets in Zone 3, since as previously explained
these data sets are practically trivial for classification, and their
skewness is not of particular relevance as it does not generate
“bad” hubs.



Name n SN10 B̃N 10 Evaluation k 1-NN k-WNN k-NN

Car 120 1.628 0.454 Leave-1-out 2 0.2333 0.1750 0.3083
MALLAT 2400 1.517 0.026 10×10-fold 4 0.0133 0.0113 0.0130
Lighting7 143 1.313 0.403 Leave-1-out 2 0.2797 0.1748 0.2378
SyntheticControl 600 1.056 0.017 10×10-fold 4 0.0080 0.0018 • 0.0018 •
Lighting2 121 0.962 0.244 Leave-1-out 4 0.0992 0.0826 0.1818
SwedishLeaf 1125 0.905 0.271 10×10-fold 5 0.1833 0.1662 0.1802
Haptics 463 0.901 0.620 10×10-fold 10 0.5783 0.5107 • 0.5323 •
SonyAIBORobotSurface 621 0.899 0.054 10×10-fold 2 0.0245 0.0151 • 0.0151 •
StarLightCurves 9236 0.879 0.080 10×10-fold 9 0.0657 0.0478 • 0.0646
Symbols 1020 0.843 0.027 10×10-fold 3 0.0183 0.0177 0.0187
Fish 350 0.838 0.356 10×10-fold 4 0.2014 0.2094 0.1926
ItalyPowerDemand 1096 0.833 0.061 10×10-fold 9 0.0474 0.0355 • 0.0390
SonyAIBORobotSurfaceII 980 0.817 0.069 10×10-fold 2 0.0270 0.0168 • 0.0170 •
FaceAll 2250 0.740 0.073 10×10-fold 2 0.0225 0.0302 ◦ 0.0314 ◦
50Words 905 0.670 0.437 10×10-fold 5 0.2793 0.2959 0.2991 ◦
WordsSynonyms 905 0.670 0.419 10×10-fold 3 0.2656 0.2838 0.2810
Yoga 3300 0.624 0.128 10×10-fold 2 0.0592 0.0651 ◦ 0.0702 ◦
OSULeaf 442 0.598 0.457 10×10-fold 3 0.2923 0.3044 0.3178
Motes 1272 0.523 0.101 10×10-fold 2 0.0448 0.0588 ◦ 0.0645 ◦
ChlorineConcentration 4307 0.501 0.316 10×10-fold 2 0.0030 0.0263 ◦ 0.0241 ◦
Adiac 781 0.383 0.520 10×10-fold 2 0.3343 0.3600 ◦ 0.3599 ◦
GunPoint 200 0.373 0.162 10×10-fold 2 0.0835 0.0865 0.0925
FaceFour 112 0.367 0.151 Leave-1-out 2 0.0536 0.0446 0.0893 ◦
InlineSkate 650 0.350 0.609 10×10-fold 2 0.4508 0.4836 ◦ 0.5282 ◦
MedicalImages 1141 0.322 0.312 10×10-fold 5 0.1959 0.1989 0.2003
DiatomSizeReduction 322 0.299 0.013 10×10-fold 2 0.0037 0.0037 0.0037
Wafer 7164 0.269 0.014 10×10-fold 3 0.0059 0.0073 ◦ 0.0078 ◦
ECG200 200 0.234 0.236 10×10-fold 2 0.1646 0.1622 0.2064 ◦
CinC 1420 0.145 0.079 10×10-fold 3 0.0147 0.0218 ◦ 0.0225 ◦
ECGFiveDays 884 −0.027 0.038 10×10-fold 2 0.0090 0.0077 0.0082

CBF 930 2.393 0.001 10×10-fold 3 0 0 0
TwoPatterns 5000 2.104 0 10×10-fold 2 0 0 0
Trace 200 0.680 0.009 10×10-fold 2 0 0 0
TwoLeadECG 1162 0.320 0.002 10×10-fold 3 0.0009 0.0010 0.0010
Plane 210 −0.040 0.003 10×10-fold 2 0 0 0

Table 2: Error rates of 1-NN, weighted k-NN (k-WNN), and k-NN classifiers. Symbols •/◦ denote statistically
significant improvement/degradation of error for k-WNN and k-NN with respect to 1-NN.
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Figure 5: (a) Mean skewness of k-occurrences (k = 10), and (b) mean BN k ratio, i.e. B̃N k (k = 10) over all
considered time-series data sets, for varying values of the CDTW constraint parameter.



Finally, we implemented the modification of the
1-NN classifier from [21], which heuristically considers
the labels of the second and third neighbor in the case
that the first neighbor misclassifies at least one point
from the training set. For the data sets of interest, i.e. in
Zone 1, this method tends to improve the performance
of 1-NN. This is expected because the method also
aims to correct the classification decisions of points
which frequently misclassify others, despite the fact
that the role of hubness was not recognized in [21].
For these data sets, our method produced significantly
smaller error (at 90% confidence level) than the heuristic
method from [21].

6 Conclusion

Although time-series data sets tend not to have exces-
sively high intrinsic dimensionality, in this paper we
demonstrated that it can be sufficient to induce hubness:
a phenomenon where some points in a data set partic-
ipate in unexpectedly many k-nearest neighbor lists of
other points. After explaining the origins of hubness
and its interaction with the information provided by la-
bels, we formulated a framework which, based on hub-
ness and the distribution of label mismatches within a
data set, categorizes time-series data sets in a way that
allows one to assess whether hubness can be used to
improve the performance of the k-NN classifier.

In future work we plan to expand the set of con-
sidered distance measures beyond dynamic time warp-
ing with different values of the constraint parameter,
and explore other state-of-the-art distances such as
those which exhibited good performance in recent ex-
periments with the 1-NN classifier [11]: longest com-
mon subsequence (LCSS) [38], edit distance on real
sequence (EDR) [10], and edit distance with real
penalty (ERP) [9]. It will be interesting to see whether
the hubness phenomenon appears when these string-
based measures are used, as opposed to vector-based
ones like Euclidean and (C)DTW. An additional direc-
tion of future work is an examination of different weight-
ing schemes for k-NN, in order to determine the most
suitable scheme for incorporating hubness information
into k-NN classification. Furthermore, time-series clas-
sification by methods other than k-NN may benefit from
an investigation into the influence of hubness.

Another possible direction for future work is a more
detailed exploration of hubness in the context of differ-
ent time series representation techniques. In this pa-
per we briefly considered DFT, DWT, and SVD. Be-
sides these, a more detailed study could include, e.g.,
piecewise aggregate approximation (PAA) [22], piece-
wise constant approximation (APCA) [6], and symbolic
aggregate approximation (SAX) [27].

Finally, in the time-series domain hubness may be
relevant to tasks other than classification. Interesting
avenues for future research include assessing the in-
fluence of hubness on time-series clustering, indexing,
and prediction.
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