
1 INTRODUCTION 

Machine learning (ML) has grown into one of the 
most important fields of research spanning computer 
science, statistics, pattern recognition, data mining 
and predictive analytics. It has also become one of 
the mainstays from an application point of view, 
making strong headway into contemporary infor-
mation technology and practice. 

One significant view on machine learning is that 
it represents the modern science of finding patterns 
and making predictions from large amounts of data, 
with the goal of creating systems that learn from ex-
perience. Increasing amounts of data made available 
each day is good reason to believe that machine 
learning, data mining, and other related fields will 
become even more pervasive as a necessary compo-
nent for technological progress. 

Our goal is to describe and discuss a representa-
tive selection of machine learning techniques and 
applications of these techniques in the areas of busi-
ness and telecommunications. Section 2 presents the 
techniques, by first discussing different learning 
styles (supervised, unsupervised, semi-supervised, 
and reinforcement learning), presenting a selection 
of relevant algorithms, and discussing some signifi-
cant challenges faced by ML: the bias-variance 

tradeoff, over/underfitting, high dimensionality, and 
big data. In Section 3 we will highlight some of the 
recent applications of ML in areas of business and 
telecommunications, including predicting customer 
churn, personalization, recommendation, privacy-
preserving data mining, as well as speech, gesture 
and handwriting recognition. 

2 MACHINE LEARNING TECHNIQUES 

The field of machine learning (ML) is concerned 
with the question of how to construct computer pro-
grams that automatically improve with experience 
(Mitchell 1997), where experience is gained in the 
form of examples coming from a set of collected da-
ta. Data mining (DM), also referred to as knowledge 
discovery from data (KDD), deals with concepts and 
techniques for uncovering interesting data patterns 
hidden in large data sets (Han & Kamber 2006). De-
spite the apparent difference in the central motiva-
tion, the two fields share many tasks, techniques, 
and data representations discussed in this paper. 

General-purpose machine-learning techniques, 
like those for classification and clustering, are usual-
ly designed for examples which have a fixed set of 
nominal (symbolic), discrete (ordinal), or numeric 
(integer or continuous) features. A data set is then 
represented by a table where columns correspond to 
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features, and rows are individual examples. For var-
ious types of data which do not conform to this for-
mat, or contain additional assumptions, there exist 
numerous ways to transform the data to this simple 
form, e.g., the “bag-of-words” representation for text 
data (Sebastiani 2002), feature extraction for images 
(Nixon & Aguado 2013), etc. 

After discussing typical machine learning styles 
and tasks in Section 2.1, we will present a repre-
sentative selection of algorithms in Section 2.2. Sec-
tion 2.3 will examine some of the common challeng-
es faced by machine learning methods. 

2.1 Learning styles 

Machine-learning methods typically fall into one of 
the following four learning styles: supervised, unsu-
pervised, semi-supervised, and reinforcement learn-
ing. In supervised learning, computer programs cap-
ture structural information and derive conclusions 
from examples (also called instances), previously 
annotated by labels denoting classes. This enables 
supervised learning algorithms to process new ex-
amples and apply the conclusions to them. Unsuper-
vised learning deals more with the analysis of data, 
in the sense of capturing relationships between ex-
amples and grouping them without relying on out-
side information. Semi-supervised learning is con-
cerned with ways to combine the two paradigms, 
predominantly by using unlabeled data to assist su-
pervised learning. Reinforcement learning is rele-
vant to the scenario with an entity (robot, software 
agent, etc.) immersed in an environment, where the 
goal of the learning algorithm is to derive correct re-
sponses and behavior, data consists of sensory input 
from the environment, and supervision comes in the 
form of rewards/punishments for correct/incorrect 
actions. 

ML tasks can roughly be divided into four dis-
tinct areas: classification, clustering, association 
learning, and numeric prediction (Witten et al. 
2011). In the machine-learning approach, classifica-
tion algorithms (classifiers) are trained beforehand 
on previously sorted (labeled, classified) data, before 
being applied to classifying unseen examples. 

Clustering is a basic unsupervised learning task 
concerned with finding groups of examples based on 
some notion of similarity between them. While clas-
sification is concerned with finding models by gen-
eralization of evidence produced by a data set, clus-
tering deals with the discovery of models which 
describe patterns in data, with little or no external 
guidance. 

Association learning can be viewed as a generali-
zation of classification which aims to capture rela-
tionships between arbitrary features (also called at-
tributes) of examples in a data set. In this sense, 
classification captures only the relationships of all 
features to the one feature specifying the class. 

Numeric prediction (also called regression, in a 
wider sense of the word), may be viewed as another 
generalization of classification, where the class fea-
ture is not discrete, but continuous. This small shift 
in definition results in large differences in the inter-
nal workings of classification and regression algo-
rithms. However, by dividing the predicted numeric 
feature into a finite number of intervals, regression 
algorithms can generally also be used for classifica-
tion, while the opposite is not usually possible. 

Another important task associated with machine 
learning and data mining is outlier detection, which 
is concerned with locating examples which are in 
some sense different from the majority of others. 
Besides being valuable in its own right for many ap-
plications, outlier detection is also considered an 
important preprocessing step for application of 
learning methods discussed above, particularly clus-
tering. 

It is widely acknowledged that a large number of 
features, that is, high dimensionality of a data set, 
can cause severe problems in many machine-
learning applications. These problems are commonly 
referred to as the curse of dimensionality. A solution 
that is often employed is to reduce the dimensionali-
ty of the data space by selecting only a subset of the 
feature set, or applying some transformation on data 
points, projecting them to a feature space of lower 
dimensionality. Techniques for achieving this task 
are collectively known as dimensionality-reduction 
methods. 

2.2 Algorithms 

In this section we will present some of the most 
common and useful machine-learning algorithms be-
longing to the tasks/styles of classification (Section 
2.2.1) and clustering (Section 2.2.2). Due to its spe-
cific nature, we will discuss deep learning in a dedi-
cated Section 2.2.3. 

2.2.1 Classification 
Perceptrons and neural networks. The perceptron, 
originally introduced by Rosenblatt (1959), is a bi-
nary classifier which uses the value of the inner 
product of vectors w · x to classify instance x ac-
cording to the previously learned weight vector w. If 
the inner product, summed with some value b (called 
the bias, or threshold), is greater than or equal to 0, 
the instance is assigned to the positive class, and 
vice versa. More precisely, for binary class c ∈ {−1, 
1}, c = sg(w · x + b), where sg(x) = 1 if x ≥ 0, and 
sg(x) = 0 otherwise. This means that w and b define 
a hyperplane which linearly separates the vector 
space, as exemplified in Figure 6(a) for the two-
dimensional case. 

Figure 1 (adapted from Matthews 2010) shows a 
schematic representation of the perceptron. Every 
input xi represents a component of vector x, and has 



an associated weight wi (i ∈ {1, 2, . . ., d}). The bias 
can be viewed as constant input +1, with the associ-
ated weight b. To compute the output of the percep-
tron, every input is multiplied by its corresponding 
weight, the sum is taken, and the classification deci-
sion made based on its sign (the sigmoid function 
1/(1 + e

−x
) is often used instead of the sign). 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. The perceptron. 

 
Learning the vector w starts by assigning it a 0 

vector (or a vector of small positive weights) and 
continues by examining each training instance x one 
at a time, classifying it using the currently learned w. 
If the classification is incorrect, the vector is updat-
ed: w ← w ± ηx, where addition (subtraction) is 
used when x belongs to the positive (negative) class, 
and η is a small positive number – the learning rate. 
The effect of the update is to shift the weights of w 
towards the correct classification of x, in proportion 
to their “importance” signified by the values of 
weights in x. The algorithm iterates multiple times 
over instances in the training set, until all examples 
are classified correctly, or some other stopping crite-
rion is met. 

Perceptrons are the building blocks of a common 
type of neural network called the multilayer feed-
forward network or multilayer perceptron. Here, 
perceptrons are joined into a network organized into 
layers: an input layer (to which data is passed), an 
output layer (outputting predictions), and zero or 
more hidden layers in between. Connections be-
tween nodes in the network are formed exclusively 
between layers, with each connection having an as-
sociated weight. Training the network is naturally 
more complex than training a single perceptron, but 
can be viewed as an extension of this process. One 
common approach is to start with randomly assigned 
weights and biases, for an input data instance propa-
gate the outputs of the perceptrons layer by layer 
from the input layer towards the output, compute the 
error of the output, propagate this error back towards 
the input layer, and finally adjust the weights and bi-
ases based on the estimated contribution of each 
node to the error. This approach is referred to as 
backpropagation (Hastie et al. 2009). Various chal-

lenges in training neural networks for classification 
are surveyed by Zhang (2000). 

 
Support vector machines. One of the most sophis-
ticated classifiers is the support vector machine 
(SVM) classifier. SVM is a binary classifier, and its 
main idea lies in using a predetermined kernel func-
tion, whose principal effect is the transformation of 
the feature vector space into another space, usually 
with a higher number of dimensions, where the data 
is linearly separable. Quadratic programming meth-
ods are then applied to find a maximum margin 
hyperplane, that is, the optimal linear separation in 
the new space, whose inverse transformation should 
yield a good classifier in the original vector space. 
Figure 2 (from Sebastiani 2002) shows a graphical 
representation of the separating hyperplane for a 
two-dimensional space (after the transformation), 
where the class is depicted with labels + and ◦. The 
hyperplane, in this case a line, lies in the middle of 
the widest strip separating the two classes, and is 
constructed using only instances adjacent to the 
strip: the support vectors (outlined by squares in the 
figure). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2. The maximum margin hyperplane separating the two 
classes, with highlighted support vectors. 

 
Although the theoretical foundations for support 

vector machines were laid out in the 1970s (Vapnik 
& Chervonenkis 1974, Vapnik 1979), the computa-
tional complexity of various solutions to the quadrat-
ic programming problem restricted the use of SVMs 
in practice. Only relatively recently were approxi-
mate solutions derived which enabled feasible and, 
compared with some other classifiers, superior train-
ing times. One solution was proposed by Osuna et 
al. (1997), improved by Joachims (1999) and im-
plemented in his SVM

light
 package. An alternative is 

Platt’s sequential minimal optimization (SMO) algo-
rithm (Platt 1999, Keerthi et al. 2001), available, for 
instance, as part of the Weka machine-learning 
workbench (Witten et al. 2011). 

Support vector machines can handle very high 
dimensionality, and are not particularly sensitive to 



overfitting. SVMs belong to a larger family of kernel 
methods, which has drawn in, through introduction 
of a kernel function, numerous classic machine-
learning algorithms, producing their “kernelized” 
versions, such as kernel perceptron, kernel K-means, 
etc. (Shawe-Taylor & Cristianini 2004). 

 
Bayesian learners. The probabilistic approach to 
modeling data has resulted in several useful ma-
chine-learning techniques which can be used on 
high-dimensional data. One of them is the simple, 
but effective naïve Bayes classifier, and another, 
more expressive but also more complex and still ac-
tively researched – Bayesian networks. 

Naïve Bayes. The naïve Bayes classifier has been 
“around” for a long time, but was initially more in 
the focus of information retrieval, rather than the 
machine-learning community (Lewis 1998). The 
main principles of its functioning are as follows. Let 
random variable C denote the class feature, and A1, 
A2, ..., Ad the d components of the attribute vector. 
Then, the classification of a specific vector (a1, a2, 
..., ad) is 
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providing that one class maximizes the expression. 
Application of the Bayes theorem transforms the ex-
pression to 

 

        
  ∈ 

 
                      

             
 

 

           
  ∈ 

                        

           
  ∈ 

               

 

   

 

 

The last derivation uses the assumption that at-
tributes are mutually independent, which generally 
does not hold in reality, hence the prefix “naïve.” 
Nevertheless, the assumption has been shown to 
work in practice. Training involves approximating 
the values P(cj) and P(ai | cj) from data. Several ap-
proaches exist, depending on the assumed data dis-
tribution. In the classification phase, if multiple clas-
ses maximize the last expression in the derivation, 
different strategies may be employed to resolve the 
ambiguity, e.g., by selecting the class with the high-
est prior probability P(cj), or simply by choosing one 
of the classes randomly. 

Bayesian networks. Note that without the inde-
pendence assumption in naïve Bayes, estimating the 
values of P(a1, a2, ..., ad |cj) would have been infea-
sible. However, data attributes usually are interrelat-

ed, and one way to capture such dependencies is by 
using Bayesian networks. 

Generally speaking, Bayesian networks consist of 
nodes which are random variables, and vertices rep-
resenting conditional probabilities between them. 
Their aim is to offer a computationally feasible and 
graphically representable way to express and calcu-
late dependencies between events. 

Again, it would be computationally infeasible 
(and not even allowed in a Bayesian network) to cal-
culate dependencies between all attributes, especial-
ly in high-dimensional data. The objective of Bayes-
ian networks is to express only the dependencies that 
are necessary (or strong enough to have an impact 
on the solution to a particular problem), under con-
straints which ensure the correctness and feasibility 
of computation. This can be done manually, by sup-
plying the structure of the network – then training a 
Bayesian network resembles the training phase of 
the naïve Bayes classifier, with conditionals being 
estimated from the data set. If estimation of depend-
encies from data is not possible, training becomes 
more difficult, with several solutions being available 
(Mitchell 1997). Learning the structure of the net-
work presents a bigger challenge, and is still an area 
of active research. More comprehensive information 
can be found in several books devoted to the subject 
of Bayesian networks (Koller & Friedman 2009, 
Jensen 2007, Neapolitan 2003). 

 
Nearest-neighbor classifiers. The training phase of 
nearest-neighbor (also known as instance-based, or 
memory-based) classifiers is practically trivial, and 
consists of storing all examples in a data structure 
suitable for their later retrieval. Unlike other classi-
fiers, all computation concerning the classification 
of an unseen example is deferred until the classifica-
tion phase. Then, k instances most similar to the ex-
ample in question – its k nearest neighbors – are re-
trieved, and the class is computed from the classes 
of the neighbors. The computation of the class can 
consist of selecting the majority class of all the 
neighbors, or distance weighing may be used to re-
duce the influence of faraway neighbors on the clas-
sification decision. The choice of k depends on the 
concrete data and application – there is no universal-
ly best value. The most frequently used dis-
tance/similarity measure for determining neighbors 
is Euclidean distance, with a plethora of other choic-
es available. With richer representations of instances 
and more complex similarity functions the issue 
moves into the field of case based reasoning (Mitch-
ell 1997, Kurbalija et al. 2009). 

To illustrate the workings of the k-nearest neigh-
bor (k-NN) classifier, for the simple case of k = 1 
and data dimensionality 2, Figure 3 shows the 
Voronoi tessellation of the data space by training 
points (Taskar 2010), where the region surrounding 
every point represents the area in which the point is 



the nearest one of all points in the training set. At 
classification phase, the label of an unseen point is 
determined as the label of the training point in the 
corresponding region. Therefore, depending on the 
labeling of training points, the boundaries between 
classes for the 1-NN classifier model follow the 
boundaries between regions. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3. Voronoi tessellation of the data space, for the 1-NN 
classifier. 

 
Decision trees. A decision tree (DT) is a tree whose 
internal nodes represent features, where arcs are la-
beled with outcomes of tests on the value of the fea-
ture from which they originate, and leaves denote 
categories. The decision tree constructed from a 
simple weather data set is shown in Figure 4. Classi-
fying a new instance using a decision tree involves 
starting from the root node and following the 
branches labeled with the test outcomes which are 
true for the appropriate feature values of the in-
stance, until a leaf with a class value is reached. 

 
Figure 4. The decision tree generated from weather data. 

 
Two of the most widely used decision-tree learn-

ing algorithms are classification and regression trees 
(CART) by Breiman et al. (1984), and C4.5 by 
Quinlan (1993). Learning a decision tree with C4.5 
involves selecting the most informative feature using 
a combination of information-gain and gain-ratio 
methods for feature scoring, determining how best to 
split its values using tests, and repeating the process 
recursively for each branch/test, without considering 
features which were already assigned to nodes. Re-
cursion stops when the tree perfectly fits the data, or 

when all features have been used up. The tree in 
Figure 4 was generated using the C4.5 algorithm. 

To avoid overfitting (see Section 2.3.2), pruning 
can be performed on the learned tree, which reduces 
its fit to the training data, at the same time attempt-
ing to improve its accuracy in the general case. C4.5 
performs this task by converting the tree to an 
equivalent rule form (one rule for each path in the 
tree from root to leaf), estimating the general accu-
racy of each, and improving it by removing some 
tests. Then, rules are sorted in decreasing order of 
estimated accuracy and used in this form for classi-
fication. 

Decision trees are especially useful when the 
workings of the classifier need to be interpreted by 
humans, offering insight into the structure of data. 
As for text data, DTs may be unsuitable for many 
applications since they are known not to be able to 
efficiently handle great numbers of features. Never-
theless, sometimes they do prove superior, for in-
stance with data sets in which a few highly discrimi-
native features stand out from the many (Gabrilovich 
& Markovitch 2004). 

 
Hidden Markov models. When a data instance rep-
resents a sequence, e.g., features in the data table are 
measurements of a numeric value produced from a 
single source over time (such as speech), or appear-
ances of different types of molecules in biological 
sequences (such as DNA), a whole class of sequence 
learning techniques can be used. Classic examples of 
these techniques are Markov chains and hidden 
Markov models (HMMs). 

Both types of models are probabilistic, and are 
composed of states and possible transitions between 
them. The probability of a state depends only on the 
previous state, with states emitting symbols once a 
transition to them is made. A Markov chain can be 
defined by a set of states with associated symbols, 
and a matrix of transition probabilities between the 
states. Given a data set of training sequences, this 
model can be learned from the data. 

When sequences are long, a common task is to 
associate appropriate class labels to parts of a se-
quence. This can be accomplished with a hidden 
Markov model, which could be viewed as containing 
multiple “hidden” Markov chains (each modeling 
one class), themselves interconnected with associat-
ed transition probabilities. Algorithms for training 
HMMs include the forward algorithm, the Viterbi 
algorithm, and the Baum-Welch algorithm (Rabiner 
1989, Han & Kamber 2006). 

2.2.2 Clustering 
K-means clustering. The basic K-means clustering 
algorithm is one of the oldest and simplest clustering 
algorithms suitable for application to high-
dimensional data, which may still produce good re-
sults. It involves randomly choosing K points to be 



the centroids of clusters, and grouping instances 
around centroids based on proximity. Then, cen-
troids are iteratively recomputed for each cluster, 
and instances regrouped until there is sufficiently lit-
tle change in centroid positions. This algorithm de-
pends heavily on the choice of K (which may not be 
obvious at all for a particular application), and the 
initial positioning of centroids. Having K-means 
generate empty clusters is not a rare occurrence. 

Instead of explicitly assigning examples to clus-
ters (hard assignment), each cluster can be repre-
sented by a vector of features and updated on wit-
nessing an example (soft or fuzzy assignment), based 
on proximity. That way, representations of clusters 
are not limited to centroids and may fit some data 
distributions more naturally. 

 
Hierarchical clustering. These techniques derive a 
nested hierarchy of clusters, with the extreme of a 
single cluster containing all instances on one end, 
and a collection of one-element clusters on the other. 
One such partition is shown by the dendrogram in 
Figure 5 (from Chakrabarti 2003). The hierarchy can 
be constructed from the bottom up (agglomerative 
approach), by starting with single-element clusters 
and merging two of the most similar in each step, 
and from the top down (divisive approach), by re-
peatedly dividing the cluster with least internal simi-
larity. In both approaches, a concrete set of clusters 
can be obtained simply by choosing a suitable de-
gree of inter-cluster similarity and “reading off” the 
clusters from the dendrogram using a horizontal cut-
off. 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 5. A dendrogram representing a hierarchical clustering 
of a set of examples (in this case, documents). 

Compared to the divisive approach, the agglom-
erative approach is relatively straightforward, with 
the main issues concerning the choice of the inter-
cluster distance metric and optimizing the search for 
most similar clusters. Methods for determining the 
distance between two clusters include: single link, 
where the distance between two clusters is taken to 
be the minimum distance (maximum similarity) be-
tween two points from the two different clusters, 
complete link, where cluster distance is defined as 
the maximum distance (minimum similarity) be-
tween two points from the two different clusters, and 

group average, where average distance between all 
pairs of points from the different clusters is used 
(Tan et al. 2014). The divisive approach, on the oth-
er hand, offers a wide variety of ways to split the 
chosen cluster. One way is to use the basic K-means 
algorithm multiple times with different choices of 
starting points, and select the split with the highest 
overall similarity, which is referred to as bisecting 
K-means (Steinbach et al. 2000). 

 
Probabilistic clustering. In the probabilistic cluster-
ing approach, instances are considered to be gener-
ated from a mixture model of k probability distribu-
tions, by first choosing model j with probability pj, 
and then drawing an example adhering to the distri-
bution (Berkhin 2006). Each cluster corresponds to a 
distribution, with instances gathering around its 
mean at distances determined by variance. The like-
lihood that a particular data set is drawn from a par-
ticular mixture model of k distributions is given by 
 

                    

  

 

 
for instances xi and clusters rj. One probabilistic 
method, the EM algorithm (Mitchell 1997), is based 
on alternatively estimating (the “E” step) and max-
imizing (the “M” step) the expected value of the log-
likelihood function log L(X|R). 

Benefits of probabilistic clustering include the 
ability to build clusters using different data sets (be-
cause clusters are represented independently from 
examples), iterative examination of instances, and 
output of results which are easy to interpret (Berkhin 
2006). More details on the probabilistic approach to 
clustering can be found in (Chakrabarti 2003). 

 
Spectral clustering. Spectral clustering refers to a 
family of algorithms designed for situations where 
clusters in the data can have predominantly 
nonconvex shapes (Bishop 2006). Starting from a 
matrix of pairwise similarities of points in a data set, 
an adjacency matrix is formed using, for example, 
mutual k-nearest neighbors or ε-neighborhoods, re-
sulting in an undirected graph whose edges are 
weighted by similarities between nodes. Some no-
tion of a graph Laplacian matrix is then computed, 
and the eigenvectors corresponding to the smallest 
eigenvalues are found (the set of eigenvalues of a 
matrix is referred to as “the spectrum,” giving rise to 
the name of the clustering method family). The final 
step usually involves using some standard clustering 
algorithm like K-means to find the groups of points. 

The most well-known spectral clustering algo-
rithms are described in the works by Shi & Malik 
(2000), Ng et al. (2002), and Meilă & Shi (2001), 
with the principal differences being in the type of 
graph Laplacian adopted (von Luxburg 2007). 



The objective behind spectral clustering methods 
is to identify different groups of data points by find-
ing local neighborhoods within a graph. There exist 
several viewpoints on how this objective should be 
achieved, resulting in different approaches to spec-
tral clustering, and explanations as to why spectral 
clustering methods work: the graph cut point of view 
(partitioning the graph so that the edges between dif-
ferent groups have a low weights, and the edges 
within a group have high weights), the random walk 
point of view (through a stochastic process which 
jumps from node to node), and the perturbation theo-
ry point of view (examining the behavior of eigen-
values and eigenvectors with the introduction of 
small changes to the matrix, that is, perturbations) 
(von Luxburg 2007). 

2.2.3 Deep learning 
Deep learning consists of a family of methods be-
longing to a broader area of representation learning 
(Bengio et al. 2013). Instead of working with a fixed 
set of features (which was assumed by all methods 
discussed above), these methods learn the represen-
tations themselves in conjunction with building the 
model for the main concept being learned. Moreo-
ver, deep learning approaches derive featural repre-
sentations in a layered manner, starting from a low 
level of abstraction and working the way to higher 
levels of abstraction which rely on the features from 
the lower levels, before finally reaching the layer re-
sponsible for learning the primary concept. 

For example, in the domain of text the input to 
the learner can consist solely of characters, while 
different layers are able to derive appropriate fea-
tures denoting words, word groups, clauses and sen-
tences, all at increasing levels of abstraction, until 
finally reaching the level of the main problem (e.g., 
document summarization). 

Deep learning is inspired by the perceived way in 
which the human brain works (Arel et al. 2010), and 
is regarded as breathing new life to the field of neu-
ral networks, moving closer to the goal of achieving 
“true artificial intelligence.” 

Classic techniques for deep learning include con-
volutional neural networks (CNN) and deep belief 
networks (DBN). CNNs represent a family of multi-
layered neural networks designed for use on two-
dimensional data, such as images and videos, while 
DBNs are probabilistic models that combine multi-
ple layers of restricted Boltzmann machines, which 
is a type of neural network (Arel et al. 2010). The 
current state-of-the-art methods in terms of success 
are recurrent long short-term memory (LSTM) neu-
ral networks and variations of CNNs (Schmidhuber 
2014). 

For comprehensive overviews of this complex 
and vibrant field the reader is referred to articles by 
Deng & Yu (2014), Schmidhuber (2014), and Arel 
et al. (2010). 

2.3 Challenges 

In order for machine learning to be successful, it is 
often faced with different challenges. We will dis-
cuss some of the most common, namely the bias-
variance tradeoff (Section 2.3.1), the related notions 
of overfitting and underfitting (Section 2.3.2), high 
dimensionality (Section 2.3.3), and big data (Section 
2.3.4). 

2.3.1 The bias-variance tradeoff 
In the supervised learning setting, the error which an 
algorithm makes while performing prediction can be 
split into three components: bias, variance and irre-
ducible error (Hastie et al. 2009). While the last 
component cannot be controlled, the first two can be 
affected by tuning algorithm parameters and by oth-
er means. Bias refers to the notion of how consist-
ently the learned model is “right” or “wrong,” com-
pared to the “ground truth.” On the other hand, 
variance expresses how “smooth” the model is, with 
larger variance indicating that the model is more 
complex and that small changes in data points can 
lead to radical changes to outcomes of prediction. 
Generally, while attempting to increase the accuracy 
of supervised learning, reducing bias will tend to in-
crease variance and vice versa, with the overall goal 
becoming that of finding and optimal balance be-
tween the two controllable sources of error. 

2.3.2 Overfitting and underfitting 
Overfitting is a related notion to the bias-variance 
tradeoff within supervised learning, and refers to the 
notion that a classifier can be trained “too much,” in 
the sense of maximizing its performance on the 
training set, which may in fact lead to suboptimal 
performance on a separate test set and real life data. 
Overfitting may come as a consequence of a small or 
large number of training instances, noisy data, 
and/or high dimensionality. Some classifiers are 
more prone to overfitting than others, and many of 
them employ complex strategies to avoid it. The 
philosophical equivalent of the problem lies in the 
Occam’s razor principle, which in ML terms trans-
lates to preferring a simple model which reasonably 
fits the data, to a complex one which does so more 
accurately. 

To illustrate, consider one binary classification 
problem, in a two-dimensional feature space, of sep-
arating salmon and sea bass on evidence of their 
width and lightness of scales, shown in Figure 6 
(from Duda, Hart, & Stork 2001). The data is clearly 
not linearly separable, therefore the linear classifier 
in Figure 6(a) leaves several misclassified examples 
on both sides of the boundary. On the other hand, 
the complex model in Figure 6(b) perfectly fits all 
examples, making great efforts to “pick up” every 
fish which strayed deep into the waters occupied by 
instances of the other species. This leads to whole 



regions being marked for one class on the evidence 
of a single example, when, considering all surround-
ing examples, they have a greater probability of be-
longing to the other class. In one such region a new 
example is marked by a question mark in the figure 
– it will be classified as sea bass although it is more 
likely to be a salmon, considering the surroundings. 
In all probability, the linear model will perform the 
same or better on real-world data than the complex 
one, at the same time being much simpler to derive, 
apply, and maintain. In this example, the complex 
model has lower bias, but higher variance than the 
simple model. 

 

Figure 6. A simple and complex model for binary classification 
in a two-feature space. 

 
Underfitting is the opposite extreme of 

overfitting, where the derived model is too simple, 
and thus not able to accurately describe the learned 
concept. In this setting the variance is low since the 
model is simple, but bias is high. 

2.3.3 High dimensionality 
The basic representation in which information is 
gathered and stored, the data table (data set), can 
have a large number of rows (instances) and/or a 
large number of columns (features). The second case 
is typically referred to as high dimensionality, and is 
able to cause problems in tasks related to many 
fields, including machine learning. These problems 
are usually denoted by a common term the curse of 
dimensionality originally introduced by Bellman 
(1961). 

The curse of dimensionality can be manifested in 
many different forms and contexts. Within the field 

of machine learning, the curse can affect Bayesian 
modeling (Bishop 2006) by making the estimation of 
mutual dependencies between features (as random 
variables) infeasible. Nearest-neighbor prediction is 
also affected (Hastie et al. 2009), for example, by 
the exponential raise of the number of required sam-
ples of data points to achieve a required sampling 
density. The search for nearest neighbors may suffer 
from high dimensionality (Korn et al. 2001), since 
indexing methods tend to lose their effectiveness in 
high dimensions (Kibriya & Frank 2007). High di-
mensionality is also known to reduce the perfor-
mance of learning methods such as neural networks 
(Bishop 1996). 

Recently it was established that k-NN graphs ob-
tained from high-dimensional data using a distance 
measure can possess hub nodes similarly to different 
types of real-world networks with a different origin 
(Radovanović et al. 2010). This phenomenon, re-
ferred to hubness, produces effects relevant to the 
cluster structure of data, as well as algorithms for 
classification, clustering, semi-supervised learning, 
outlier detection, and others. Hubness is manifested 
as (intrinsic) data dimensionality increases, with the 
distribution of data point in-degrees, i.e., the number 
of times points appear among the k nearest neigh-
bors of other points in the data, becoming very 
skewed. This results in hub points that can have in-
degrees multiple orders of magnitude higher than 
expected. Different approaches to reducing hubness 
in the data, or employ them to improve learning, 
were proposed (Hara et al. 2015, Schnitzer et al. 
2012, Tomašev and Mladenić 2012, Tomašev et al. 
2014, Tomašev and Mladenić 2014). 

2.3.4 Big data 
“Big data” refers to data sets whose size is be-

yond the ability of typical database software tools to 
capture, store, manage, and analyze (Manyika et al. 
2011). Besides sheer volume, other factors are often 
encompassed by this term, such as data variability 
(inconsistency), velocity (speed by which new data 
is being generated) and complexity (of structure, re-
lationships, etc.). The big data setting presents a 
clear challenge to ML techniques from the computa-
tional standpoint, bringing back into focus the sim-
ple techniques (such as K-means clustering) which 
are computationally more efficient, and easier to ap-
ply in a parallel and distributed fashion. High-
dimensional data can be viewed as one aspect of big 
data, where “big” does not reside in the number of 
instances, but rather in the number of features used 
to describe them. 

3 MACHINE LEARNING APPLICATIONS 
Data management based on rapid growth of on-line 
data and use of statistical methods challenged 
extracting useful insights from different data 



sources. Key advances in robust and scalable data 
mining techniques, detection of significant patterns 
from very large databases, employment of machine 
learning techniques for business applications are 
recognized in the last two decades as an emergent 
research topic. 

Different research institutions (Apte 2010) are 
oriented towards business analytics and optimization 
in order to help businesses optimize their important 
decisions. Advanced methods caused a shift in busi-
nesses and data management, from the traditional 
descriptive analytics, to use of predictive and pre-
scriptive analytics. Descriptive analytics gives an-
swers to questions such as: “what happened,” “how 
many times,” and “where.” To obtain a prospective 
view on the business it is unavoidable to use predic-
tive analytics and get answers of the kind: “what 
could happen,” “what might happen in the future if 
...” Prescriptive analytics could improve business 
under a given set of predictions and constraints and 
give an answer to the key question: “what is the set 
of required actions.” Starting from the early 1990s 
and first successful machine learning applications 
(in the manufacturing quality control and computer 
performance management areas, inside IBM) differ-
ent research institutions continued with processing 
immense amounts of business data like: marketing 
campaigns, financial credit, airline reservation sys-
tems data, telecommunications calls, and so on. 

In the rest of this section we will focus on the fol-
lowing application areas: business (Section 3.1), tel-
ecommunications (Section 3.2), and various types of 
recognition (Section 3.3). 

3.1 Examples of using ML in the business domain 

For processing big data (Vossen 2014) as large and 
complex collections it is necessary to apply wide 
range of methods and techniques, and machine 
learning algorithms play a very important role. To 
solve complex business problems, different research 
institutions have oriented their research efforts to-
wards leveraging more advanced ideas from ma-
chine learning. They tried to overcome challenges 
from special characteristics of the data like: high 
dimensionality, link information, insufficient num-
ber of labeled examples, timely analysis require-
ments. Numerous successful applications have been 
developed including credit card fraud detection, 
marketing optimization, life sciences and healthcare 
management, and sustainability management. 

The interplay between machine learning and op-
timization represents a new dimension as well. New 
kinds of decision support systems that incorporate 
prediction and prescription require coupling predic-
tive modeling and optimization for obtaining ade-
quate solution plans. Reinforcement learning is be-
coming an unexpectedly useful paradigm for many 
business applications. 

3.2 ML techniques in the telecommunications 
industry 

The telecommunications industry is an extremely 
dynamic area with a large base of customers. An 
important factor for competition and profitability of 
a telecommunications company is the development 
of effective strategies to attract more customers, but 
also to retain the existing ones. Therefore, it is cru-
cial to reduce the level of customer churn. 

Several interesting research results on the appli-
cation of machine learning and analytical tools in 
telecommunications and prediction of churn are pre-
sented by Xevelonakis (2005), Oseman et al. (2010), 
Jahromi (2009) and Lu (2005). Xevelonakis (2005) 
focused on several aspects in proposing strategies 
for customer retention. More recent work by 
Oseman et al. (2010) is based on the application of a 
decision tree classifier for churn prediction using da-
ta customer geographical region. A dual-step model 
building approach is presented by Jahromi (2009). 
The idea is first to cluster different types of custom-
ers and then to learn the classification models sepa-
rately for each cluster. A somewhat different ap-
proach is presented by Lu (2005). Using survival 
analysis apart from prediction of churners, the au-
thor also tried to estimate how soon customers 
would churn. 

To illustrate the use of ML techniques in tele-
communications we will outline several particular 
cases. 

 
CASE 1: ML technologies in telecommunications 
Different kinds of human interaction with telecom-
munication services/networks contain unconnected 
peculiarities of information. This amount of data 
could be analyzed and correctly interpreted to give 
insights into behavior and interaction of people. 

Research by Svensson & Söderberg (2008) is 
concentrated on three general scenarios where ML 
technologies can be successfully used: recommenda-
tions, personalization, and media recognition. 

 
Business scenario 1: recommendations. Recom-
mendation services, based on the analysis of availa-
ble data, have to provide hints about a user’s prefer-
ence for certain information. In fact it is important to 
identify the services interesting for a user. A rec-
ommender for a given service identifies users with 
high probability for uptake (based on similarities 
among service-usage patterns). Apart from that ser-
vice recommenders may also be used to boost exist-
ing services or to identify why users do not adopt 
some services. In addition recommenders can be 
used to predict churn – using information derived 
from the usage patterns of past churners, one can de-
tect changes in other usage profiles. 

 



Business scenario 2: personalization. Personaliza-
tion is one of the buzz words in contemporary ICT 
research. In the telecommunications area it is based 
on adapting operator services and offerings to the 
needs and preferences of the customer base. ML 
techniques support automation of process of divid-
ing customers into groups; for example assigning a 
profile to customers according to calling and mes-
saging behavior. Apart from that, operators can by 
personalizing their offerings reduce spam, by direct-
ing adequate marketing to users with a certain pro-
file. 

One of the more frequent business scenarios is 
personalized (targeted) advertising, where adver-
tisements are tailored to an individual and situation. 
Operators and advertisers can focus on customers 
with ads that fit their needs and interests. Also, it is 
possible to separate the “typical users” associated 
with a given service. 

 
Business scenario 3: media recognition. Recogni-
tion in different media as pictures, sound, video is 
very important nowadays. Based on a given classifi-
cation of known patterns, the goal is to identify the 
category to which previously unseen patterns be-
long. Svensson & Söderberg (2008) recognized the 
activities of photo tagging and mobile tagging as 
particularly important. 

Photo tagging. Operators can facilitate a commu-
nity of users to share different image metadata using 
collaborative indexing. Using annotations of other 
subscribers and available image classification sys-
tem learned to recognize a large set of different im-
ages, users can have great benefits. 

Mobile tagging. Modern mobile devices can facil-
itate photo tagging by detecting images and objects. 
Automatic tagging functions can suggest to the user 
the class of the photo (s)he has taken and suggest an 
annotation keyword as well. Such annotations and 
visual descriptors for the photos are stored in a 
common repository. 

 
Software systems and architectures. During the 
long history of use of ML techniques in real do-
mains, different software systems (and architectures) 
have been developed. Majority of the architectures 
follow the same basic scheme (e.g., the cross-
industry standard process for data mining, 
www.crisp-dm.org) and comprises of the following 
components: 

A data source collection tier stores raw data and 
cleans them. This component is essentially based on 
traditional extraction, transformation and load tools 
developed by the IT industry. 

A data preparation tier supports preparation / ag-
gregation of data (also removes redundant infor-
mation and applies domain specific knowledge) and 
make them suitable for analysis by the ML compo-
nent. 

An analysis tier is responsible for applying ade-
quate ML algorithms to data. The idea is to train 
models that will be used for solving concrete busi-
ness questions. 

A presentation tier, usually using visualization 
tools, presents derived knowledge in a suitable form. 

Nevertheless, to describe tiered conceptual archi-
tecture the data-mining process is in nature iterative. 
To obtain a satisfactory answer to a use case many 
of mentioned steps must be iterated several times. 
Like in other domains, in telecommunications to get 
a lot of advantages from available data resources, 
suppliers must design systems specifically for the 
domain. With constantly evolving networks and new 
protocols/nodes/services, the sources of raw data are 
heterogeneous and generate huge amounts of data. 
In order to trust output from the ML system opera-
tors must be certain that the correct domain specific 
adaptation has been made. 

 
CASE 2: Churn prediction in telecommunications 
Preventing customer churn, as one of challenges of 
global companies’ competition, is significant con-
cerns in different industries. The telecommunication 
sector with a churn rate of 30%, is in the first posi-
tion. Movement from one provider to another is a 
consequence of better rates, services, or other differ-
ent benefits that a competitor company offers. 

Predictive models are in charge of trying to solve 
this problem. They can be employed to identify cus-
tomers who are at risk of churning. Brandusoiu & 
Toderean (2013) proposed an advanced methodolo-
gy for predicting customer churn in mobile tele-
communications. 

Usually companies employ a defensive marketing 
strategy to keep their customers. So they need a 
method to identify possible churning customers and 
use proactive retention campaigns. Thanks an in-
creased performance generated by ML algorithms, 
churn prediction modeling is highly dependent on 
the data mining methods. Brandusoiu & Toderean 
(2013) used support vector machines to build the 
predictive model, and report on experimental evalua-
tion with accuracy of success of around 80%. 

As in the testing set there were 15% of churners 
and 85% of non-churners present, in order to train 
the SVM algorithm successfully Brandusoiu & 
Toderean (2013) cloned the “yes” labels they be-
came nearly equal in number to the “no-s.” They 
proposed four SVM models and after evaluation 
their three SVM models that use the RBF, linear, 
and polynomial kernel functions correctly classify 8 
out of 10 subscribers as churners. The last proposed 
model based on the sigmoid kernel function per-
forms a bit worse (7 out of 10). Finally, they con-
cluded that the models based on RBF and polynomi-
al kernel functions perform better than the other two. 
Therefore, if a mobile telecommunications company 
wants to send incentive offers, they can easily select, 



for example, the top 20% subscribers, classify them, 
contact the predicted churners, and expect that 80% 
of the contacted subscribers would have in reality 
become churners. 

 
CASE 3: Privacy preserving data mining 
When data mining techniques are used to connect 
personal identifiers (like, names, addresses) with 
other person related information then privacy is 
threatened. On the other hand, society may have 
benefits from the distilled knowledge from sensitive 
information. 

Therefore, one of recent research directions in da-
ta mining is privacy preserving. Huge amounts of 
available data are maintained in the telecommunica-
tions industry: call data, describing the calls over 
telecommunication networks, network data in rela-
tion to the state of hardware/software components, 
customer related data. Such existing data may in-
volve a threat to the privacy of users (Granmo & 
Oleshchuk 2007). The authors recognize two essen-
tial approaches to achieving privacy preserving in 
application of different data mining methods: 

Data transformation/randomization that are con-
nected to modifying sensitive data. Such modified 
data loses its sensitive meaning, but still retains sta-
tistical properties of interest. 

Secure multi-party computation – several differ-
ent parties possess parts of data and that union of 
these data represents the input needed to perform the 
computation. These methods used for privacy-
preserving data mining are based on elements as se-
cure sum, secure set union, secure size of set union, 
etc. 

It is necessary to apply different algorithms 
(Pinkas 2002) in order to combine different sources 
of data without revealing the content of the data el-
ements themselves but obtain useful and highly ap-
preciated results. 

Privacy preserving is obviously a research area 
that will play an important role in future applications 
not only in telecommunications. But in this area 
there are several less explored research directions 
(Najaflou et al. 2013) that could be attractive in the 
near future: 

Privacy preserving adaptive control assumes 
learning to control a dynamic system without reveal-
ing significant system’s properties. 

Privacy preserving adaptive resource allocation 
takes care of allocation of some kind of resources to 
appropriate entities with main intention to optimize 
some performances but again without revealing in-
formation of these resources. 

Privacy preserving adaptive routing takes care of 
finding routers near to optimal routing strategies, 
without revealing information about important ele-
ments like customers, preferences, traffic patterns. 

Privacy preserving multi-dimensional scaling as-
sumes application of privacy preserving, first of all 

pattern matching techniques in huge amounts of data 
received from monitoring cameras or from distribut-
ed sensor networks. 

3.3 Other applications 

Different ML methods are recognized as extremely 
productive and applicable in a wide range of do-
mains. For example, hidden Markov models are es-
pecially useful and frequently used in temporal pat-
tern recognition like speech, gesture, and 
handwriting recognition (Rabiner 1989, Liu and 
Lovell 2003, El-Yacoubi et al. 1999). 

3.3.1 Speech recognition 
Rabiner (1989) highlights several interesting im-

plementation issues related to HMMs like scaling, 
multiple observation sequences choice of model size 
and type. Apart from that the author presents several 
implementations of speech recognizers based on 
HMMs. 

The first presented system is concentrated on use 
of HMMs to build an isolated word recognizer. They 
assume to have a vocabulary V of words to be rec-
ognized. Each word is modeled by a distinct HMM 
and for each word from V there is a training set K of 
occurrences spoken by one or several speakers. 

Experiments were performed in the area of 
recognition of isolated digits in a speaker-
independent manner. For this purpose they used sev-
eral conventional recognizers and recognizers based 
on HMMs, showing that HMM-based recognition 
achieves comparable performance (Rabiner 1989). 

Next, a more complex application presented by 
Rabiner (1989), where HMMs have been successful-
ly applied, is devoted to connected word recognition. 
In this case recognition is based on individual word 
models. The crucial recognition problem here is to 
find an optimum concatenation of word models that 
best matches an unknown sequence of words. Two 
methods are proposed to perform this task: level 
building approach and frame (time) synchronous 
Viterbi search. Again, experiments were performed 
in order to recognize sequences of connected digits. 
The proposed model has been tested in 3 modes: 

1. Speaker trained using a training set that con-
tained about 500 connected digit strings for 
each of 25 male and 25 female speakers. They 
also used appropriate independent testing sets. 

2. Multispeaker mode where training sets from 
item 1 were merged in one big training set. 
The same has been done for testing sets. A set 
of 6 HMMs per digit was used. 

3. Speaker independent mode where testing and 
training sets had 113 speakers divided in 22 
dialect groups. A set of 4 HMMs per digit was 
used. Lengths of digit strings in experiments 
vary from 1 to 7. 



The most challenging task in application of 
HMMs is continuous speech recognition, devoted to 
recognition of basic speech units smaller than words. 
In the most advanced systems, theory of HMMs 
could be applied to the representation of phoneme-
like subwords as HMMs. In such systems it is neces-
sary to use a triple embedded network of HMMs. 
Unfortunately, it is difficult to search and process 
such large networks. Therefore, it is necessary to in-
vent new and efficient algorithms (in addition to ex-
isting stack algorithms, various forms of Viterbi 
beam searches, etc., Lowerre & Reddy 1980). 

3.3.2 Gesture recognition 
Together with the growing importance of interactive 
systems in everyday human activities, a new inter-
esting research area appeared: hand gesture detec-
tion and recognition. Initial attempts in developing 
hand gesture recognition systems employed geomet-
ric feature and template-based methods, and more 
recently active contour and active statistical models. 
Motivated by the success of HMMs in speech and 
character recognition, some researchers realized that 
HMMs could successfully be applied in a framework 
for hand gesture detection and recognition (Liu and 
Lovell 2003). In this framework, the gesture is mod-
eled as a HMM. The observation sequence used to 
characterize the states of the HMM is obtained from 
the features extracted from the segmented hand im-
age by vector quantization. For experimental pur-
poses, the authors used several different HMMs and 
training algorithms in order to obtain high recogni-
tion rate and low computational complexity. 

In the system presented by Liu and Lovell (2003), 
the hand gesture video is first captured by a digital 
camera (each video is composed of 25 frames) and 
skin color segmentation is based on HSV color 
space. To smooth the image and remove noise au-
thors applied preprocessing (morphological) opera-
tions. An improved camshift algorithm has been 
successfully applied in tracking of the hand. Mo-
ment algorithm was applied on binary images of the 
hand in order to calculate the features of the hand. 
Then the features were normalized and sent as input 
to the vector quantizer. The pre-trained vector 
quantizer outputs the codeword sequence (each 
frame corresponding to one codeword). After that 
the input to a HMM is the codeword sequence repre-
senting a discrete observation sequence. Authors 
used and trained 8 different HMMs based on model 
type, structure and number of states. For experi-
mental purposes the authors designed three poses 
and six gestures and compared two training algo-
rithms. Both applied training algorithms (traditional 
Baum-Welch, and the Viterbi path counting method) 
achieved optimistic and reasonable performance. 

3.3.3 Handwriting recognition 
Handwriting recognition is nowadays one of the 
more challenging research areas. In spite of the fact 
that research teams all over the world work on these 
problems still there is no satisfactory solutions (El-
Yacoubi et al. 1999). Several of the most difficult 
problems in the area are connected to a huge varia-
bility of handwriting and include: “inter and intra-
writer variabilities, writing environment (pen, sheet, 
support, etc.), the overlap between characters, and 
the ambiguity that makes many characters unidenti-
fiable without referring to context” (El-Yacoubi et 
al. 1999). 

A popular basic technique is segmentation of 
words into basic elements (letters or pieces of let-
ters) but this operation is rather difficult. Segmenta-
tion-recognition methods are the most successful. In 
these approaches a loose segmentation of words into 
(pieces of) letters is first performed. After that, using 
dynamic programming techniques, the optimal com-
bination of these units to retrieve the entire letters 
(definitive segmentation) is applied. Success of 
HMMs in speech recognition motivated researchers 
to use these models in handwriting recognition as 
well. In the majority of cases, authors represent a 
word image as a sequence of observations and usual-
ly use two methods: implicit segmentation similar to 
speech representation of the handwritten word im-
age, and explicit segmentation where segmentation 
algorithms are used to split words into basic units. 
El-Yacoubi et al. (1999) propose an explicit segmen-
tation-based HMM method for recognition of un-
constrained handwritten words (uppercase, cursive 
and mixed). 

El-Yacoubi et al. (1999) generate three sets of 
features. The first set includes features like loops, 
ascenders and descenders. The second set includes 
features obtained by an analysis of the bidimensional 
contour transition histogram for segments. The third 
set depicts segmentation points between formed 
units like spaces between letters or words; vertical 
position of the segmentation points splitting con-
nected letters and so on. According to that, each 
word was represented by two feature sequences (of 
shape-symbols and segmentation-symbols) of equal 
length. To achieve this structure the preprocessing 
phase consisted of four steps: baseline slant normali-
zation, lower case letter area (upper-baseline) nor-
malization for cursive words, character skew correc-
tion, and smoothing. The result of the first two steps 
is the first feature set. The result of the third step is 
the second feature set. El-Yacoubi et al. (1999) pre-
sent results of extensive experiments on uncon-
strained handwritten French city name images. The 
learning, validation and test sets were include 
11.106, 3.610 and 4.280 elements, respectively. The 
logarithmic version of the Viterbi procedure has 
been used for recognition and the Baum-Welch algo-
rithm was used for training. Obtained results showed 



that HMMs can be successfully employed in devel-
opment a high-performance handwritten word 
recognition system. 

3.3.4 Neural network classification 
Another technique which is frequently used in con-
temporary research, especially for classification pur-
poses, are neural networks. As a consequence of re-
search efforts in different domains it appeared that 
neural networks are very promising alternative to 
various other classification methods. There are sev-
eral advantages of neural networks that qualify them 
for wider use: they are data driven self-adaptive 
methods; they are able to approximate a wide range 
of functions with arbitrary accuracy; as a nonlinear 
models, they offer significant flexibility in modeling 
complex real world relationships; they are able to es-
timate the posterior probabilities and make easy pro-
cess of defining classification rules and fulfilling sta-
tistical analysis. Therefore, neural networks are 
becoming more attractive for applications in a wide 
range of real-world tasks (Zhang 2000): speech and 
handwriting recognition, bankruptcy prediction, 
medical diagnosis, product inspection, fault detec-
tion and so on. In spite of the success of different re-
al-world applications of neural networks still there 
are some unsolved or incompletely solved issues 
like: development of more effective and efficient 
methods in neural model identification, feature vari-
able selection, classifier combination, and uneven 
misclassification treatment. In addition, recent de-
velopments in deep learning (Deng and Yu 2014, 
Schmidhuber 2014, Arel et al. 2010) have reinvigor-
ated neural network research and applications. 

4 CONCLUSION 

We hope that through this paper we provided a rep-
resentative short overview of machine learning tech-
niques and applications focusing on the business and 
telecommunications sectors. We foresee an increas-
ing impact and application of ML in these areas 
(particularly novel applications of deep learning), 
which would open avenues for new practices, as 
well as research goals. 
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