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Abstract Hubness has recently been established as a significant property of k-
nearest neighbor (k-NN) graphs obtained from high-dimensional data using a dis-
tance measure, with traits and effects relevant to the cluster structure of data, as well
as clustering algorithms. The hubness property is manifested with increasing (intrin-
sic) data dimensionality. The distribution of data point in-degrees, i.e. the number
of times points appear among thek nearest neighbors of other points in the data,
becomes highly skewed. This results in hub points that can have in-degrees multi-
ple orders of magnitude higher than expected. In this chapter we review and refine
existing work which explains the mechanisms of the phenomenon, establishes the
location of hub points near central regions of clusters in the data, and shows how
hubness can negatively affect existing clustering algorithms by virtue of hub points
lowering between-cluster distance. Next, we review the newly proposed partitional
clustering algorithms, based onK-means, which take advantage of hubness by em-
ploying hubs in the process of cluster prototype selection.These “soft”K-means
extensions avoid premature convergence to suboptimal stable cluster configurations
and are able to reach the global optima more often. The algorithms offer significant
improvements over theK-means baseline in scenarios involving high-dimensional
and noisy data. The improvements stem from a better placement of hub points into
clusters, which helps in increasing the between-cluster distance. Finally, we intro-
duce novel clustering algorithms as “kernelized” versionsof the most successful
hubness-based methods discussed above, that are able to more effectively handle
arbitrarily-shaped clusters.
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1 Introduction

High-dimensional data arises naturally in many domains andis known to pose
substantial difficulties for traditional clustering approaches, both in terms of effi-
ciency and effectiveness (Steinbach et al, 2004). Sparsityof high-dimensional fea-
ture spaces significantly reduces the overall quality of density estimates around data
points (Scott and Thompson, 1983), which are often used for determining the clus-
ter structure. Additionally, many standard distance measures tend to concentrate
with increasing dimensionality (Aggarwal et al, 2001; François et al, 2007). Con-
sequently, it becomes more difficult to distinguish betweenclose and distant points
and to properly detect cluster boundaries.

Due to the outlined difficulties with applying density-based and distance-based
clustering approaches in the high-dimensional case, a different class of techniques
is usually used for high-dimensional data clustering. Typically the idea is to observe
clusters on a lower dimensional manifold and to automatically detect a proper pro-
jection of the original data (Kriegel et al, 2009). Subspacetechniques are frequently
used for clustering high-dimensional data streams.

We propose to employ a different approach, by exploiting therecently de-
scribed phenomenon ofhubness in k-nearest neighbor graphs of intrinsically high-
dimensional data.

Before we proceed with describing the main ideas of hubness-based data cluster-
ing, we will briefly address other types of high-dimensionalclustering techniques
in Section 2 and also give a detailed introduction to the phenomenon of hubness
in Section 3. Section 4 examines how hubness affects clustering in general and
Section 5 deals with hubness under kernel mappings some of which are used for
kernel-based extensions of the clustering methods that arediscussed in this chap-
ter. Finally, Section 6 describes hubness-based clustering approaches and Section 7
evaluates hubness-based techniques by comparing them to the baselines on a series
of high-dimensional clustering tasks. We conclude the chapter by discussing the
application domains for hubness-based methods, related work, as well as possible
future development directions in Section 8 and Section 9.

2 High-Dimensional Data Clustering

In many practical applications, as for instance document clustering and topic de-
tection (Li et al, 2004; Jing et al, 2005, 2007), meaningful clusters can be found
by projecting data onto certain lower-dimensional featuresubspaces and manifolds.
Sometimes, there might exist multiple subspaces holding different cluster structures
that correspond to different contexts. In general, there are two types of subspace
clustering approaches – those that try to find an actual formal feature subspace, and
those that simulate the process by automatically assigningweights to features in
order to increase the influence of certain features on the proximity measure and de-
crease the influence of others (Chen et al, 2012; Bai et al, 2011; Lu et al, 2011).
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One idea is to increase the weights of the low-variance dimensions in the distance
function (Bohm et al, 2004). Such weights help with detecting groups of points
that have a low variance in one or more dimensions. Subspace clustering has re-
cently been successfully applied to the problem of clustering high-dimensional data
streams (Aggarwal, 2009; Ntoutsi et al, 2012).

It is possible to rely on standard clustering methods to perform the partitioning in
the selected lower-dimensional subspace (Jing et al, 2007). However, this might be
suboptimal in those cases when potential lower-dimensional subspaces are not really
low-dimensional and even the simplified clustering task canstill remain non-trivial.
Many subspace clustering methods are density-based (Agrawal et al, 2005) or an
extension of K-means, but it is possible to use decision trees and other partitioning
techniques as well (Liu et al, 2000).

Subspace clustering is not the only approach to clustering high-dimensional data.
Expectation maximization (EM) can be modified to learn a mixture model in many-
dimensional spaces, despite the apparent limitations (Draper et al, 2005). Instead of
using the covariance matrix, the probabilities in the Gaussian mixture model can be
estimated from the eigenvectors and eigenvalues of the PCA decomposition of the
data.

Another popular approach to high-dimensional clustering is based on shared-
neighbor similarity measures, that reduce the negative effects of the dimensionality
curse (Jarvis and Patrick, 1973; Ertz et al, 2001; Yin et al, 2005; Moëllic et al, 2008;
KumarPatidar et al, 2012; Zheng and Huang, 2012). Cardinality of the intersection
betweenk-nearest neighbor sets can be used for measuring pairwise similarity be-
tween points and these secondary distances have been shown to be less susceptible
to concentration and usually exhibit more favourable properties than the original
metrics (Houle et al, 2010). Metric learning can therefore help with improving clus-
tering performance. An additional advantage of using shared-neighbor approaches
and relevant set correlations in particular for data clustering is that they are inde-
pendent of the data representation and the primary similarity measure. They merely
assume an existence of an oracle that accepts a query and returns the most relevant
data points for that query. The relevant set correlation approach was shown to be
very promising for high-dimensional data clustering (Houle, 2008) and it has also
been adapted for partitional clustering (Vinh and Houle, 2010).

In certain cases when dimensionality reduction offers unstable clustering perfor-
mance, it is advisable to revert to using clustering ensembles that can help with stabi-
lizing the process and can improve the overall clustering quality (Fern and Brodley,
2003, 2004).

3 The Hubness Phenomenon

Hubness is an aspect of the curse of dimensionality pertaining to nearest neigh-
bors which has only recently come to attention, unlike the much discussed dis-
tance concentration phenomenon. LetD ⊂Rd be a set of data points and letNk(x)
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denote the number ofk-occurrences of point x ∈ D, i.e., the number of timesx
occurs ink-nearest-neighbor lists of other points fromD. As the dimensionality
of data increases, the distribution ofk-occurrences becomes considerably skewed
(Radovanović et al, 2010a). As a consequence, some data points, which we will re-
fer to ashubs, are included in many morek-nearest-neighbor lists than other points.
In the rest of the text we will refer to the number ofk-occurrences of pointx ∈ D as
its hubness score. It has been shown that hubness, as a phenomenon, appears in high-
dimensional data as an inherent property of high dimensionality, and is not an arte-
fact of finite samples nor a peculiarity of some specific data sets (Radovanović et al,
2010a). Naturally, the exact degree of hubness may still vary and is not uniquely
determined by dimensionality.

3.1 The Emergence of Hubs

The concentration of distances enables one to view unimodalhigh-dimensional data
as lying approximately on a hypersphere centered at the datadistribution mean
(Radovanović et al, 2010a). However, the variance of distances to the mean remains
non-negligible for any finite number of dimensions (François et al, 2007; France
and Carroll, 2009), which implies that some of the points still end up being closer
to the data mean than other points. It is well known that points closer to the mean
tend to be closer (on average) to all other points, for any observed dimensionality. In
high-dimensional data, this tendency is amplified (Radovanović et al, 2010a). Such
points will have a higher probability of being included ink-nearest neighbor lists
of other points in the data set, which increases their influence, and they emerge as
neighbor-hubs.

To illustrate the above discussion, Fig. 1 depicts, for i.i.d. normally distributed
data (for simplicity, we consider single-cluster data), the distribution of Euclidean
distances of all points to the true data mean (the origin) forseverald values. By
definition, the distribution of distances is actually the Chi distribution with d de-
grees of freedom (Radovanović et al, 2010a). In this setting, distance concentration
refers to the fact that the standard deviation of distance distributions is asymptot-
ically constant with respect to increasingd, while the means of the distance dis-
tributions asymptotically behave like

√
d (François et al, 2007; Radovanović et al,

2010a), making the their ratio tend to 0 asd → ∞, thus enabling the aforementioned
hypersphere view of high-dimensional data.

To understand why points closer to the data (cluster) mean become hubs in high
dimensions, i.e., to illustrate the mechanism that enableshigh dimensionality to
amplify the tendency of points close to the mean to be closer to other points from
the cluster as dimensionality increases, let us consider the following example. We
observe, within the i.i.d. normal setting, two points drawnfrom the data, but at spe-
cific positions with respect to the origin: pointbd which is at the expected distance
from the origin, and pointad which is two standard deviations closer. In light of
the above, the distances ofad and bd from the origin change with increasingd,
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Fig. 1 Probability density function of observing a point at distancer from the mean of a multivari-
ated-dimensional normal distribution, ford = 1, 3, 20, 100.
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Fig. 2 (a) Distribution of distances to other points from i.i.d. normal random data for a point at the
expected distance from the origin (dashed line), and a pointtwo standard deviations closer (full
line). (b) Difference between the means of the two distributions, with respect to increasingd.

and it could be said that differentad-s (andbd-s) occupy analogous positions in the
data spaces, with respect to changingd. The distances ofad (andbd) to all other
points, again following directly from the definition (Radovanović et al, 2010a), are
distributed according tononcentral Chi distributions withd degrees of freedom and
noncentrality parameterλ equaling the distance ofad (bd) to the origin. Figure 2(a)
plots the probability density functions of these distributions for several values ofd.
It can be seen that, asd increases, the distance distributions forad andbd move
away from each other. This tendency is depicted more clearlyin Fig. 2(b) which
plots the difference between the means of the two distributions with respect tod.
A general theorem which proves the behavior illustrated in Fig. 2(b) for two more
arbitrarily selected points is presented by Radovanović et al (2010a), along with a
comprehensive discussion various other properties of datawith respect to the hub-
ness phenomenon.

In the preceding example, two simplifying assumptions wereadopted: (1) the
data is distributed in a single cluster, and (2) features areidentically distributed
and independent. It was established that hubs also exist in clustered (multimodal)
data, tending to be situated in the proximity of cluster centers (Radovanović et al,
2010a). In addition, the degree of hubness does not depend onthe embedding di-
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mensionality, but rather on theintrinsic data dimensionality, which is viewed as the
minimal number of variables needed to account for all pairwise distances in the data
(Radovanović et al, 2010a).

Generally, the hubness phenomenon is relevant to (intrinsically) high-dimensional
data regardless of the distance or similarity measure employed. Its existence was
verified for Euclidean (l2) and Manhattan (l1) distances,lp distances withp > 2,
fractional distances (lp with rationalp ∈ (0,1)), Bray-Curtis, normalized Euclidean,
and Canberra distances, cosine similarity, and the dynamictime warping distance
for time series (Radovanović et al, 2010a,b,c). In this paper, unless otherwise stated,
we will assume the Euclidean distance. The methods we discuss in Section 4, how-
ever, depend mostly on neighborhood relations that are derived from the distance
matrix, and are therefore independent of the particular choice of distance measure.

Before continuing, we should clearly define what constitutes a hub. Similarly to
Radovanović et al (2010a), we will say that hubs are pointsx havingNk(x) more
than two standard deviations higher than the expected valuek (in other words, sig-
nificantly above average). However, in the discussion that follows, we will mostly
concern ourselves with one major hub in each cluster, i.e. the point with the highest
hubness score.

It is possible to take a ’soft’ approach and introduce fuzziness into the hub con-
cept by saying that each non-orphan point that occurs more frequently than average
is a hub to a certain degree and that the degree to which a pointcan be considered a
hub is proportional to its neighbor occurrence frequency and somehow related either
to the maximum previously observed neighbor occurrence frequency or the standard
deviation of neighbor occurrence frequencies. Different cut-off thresholds are also
possible.

3.2 Relation of Hubs to Data Clusters

The question of how well high-hubness elements cluster, as well as the general
impact of hubness on clustering algorithms, was first investigated by Radovanović
et al (2010a). A correlation between low-hubness elements (i.e., anti-hubs or or-
phans) and outliers was also observed. A low hubness score indicates that a point
is on average far from the rest of the points and hence probably an outlier. In high-
dimensional spaces, however, low-hubness elements are expected to occur by the
very nature of these spaces and data distributions. These data points will lead to an
average increase of within-cluster distance. It was also shown for several clustering
algorithms that hubs do not cluster well compared to the restof the points. This is
due to the fact that some hubs are actually close to points in different clusters. Hence,
they lead to a decrease of between-cluster distance. This has been observed on real
data sets clustered using state-of-the art prototype-based methods, and was identi-
fied as a possible area for performance improvement (Radovanović et al, 2010a).
We will revisit this point with a refined study in Section 4.
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Several other natural questions regarding hubs and clustering are raised and an-
swered by Tomašev et al (2014). It was shown that hubs are notthe same as cluster
medoids (although the two notions can overlap for some data points). Also, regard-
ing the relationship between cluster centroids produced byexecuting an iterative
algorithm such as K-means++, it was observed that as iterations progress, cen-
troids become closer and closer to data hubs, hinting at the possibility of develop-
ing an iterative approximation procedure which employs hubs as cluster prototypes
(Tomašev et al, 2014).

Additional simulations with synthetic data by Tomašev et al (2014) explored the
relationships between distance to the true cluster center (as an oracle), hubness and
measured density, demonstrating that in low dimensions density pinpoints the lo-
cation of the cluster center with great accuracy, while in high dimensions, density
loses this power, and is no longer a good indicator of the mainpart of the cluster.
Hubness, on the other hand, exhibited the opposite trend to density: it had weak cor-
relation with the distance to the true cluster center in low dimensions, while in the
high-dimensional setting of the correlation became much stronger, meaning that the
hubness score of a point represents a very good indicator of its proximity to the clus-
ter center. This is shown in Figure 3, for high-dimensional synthetic Gaussian data.
Regarding medoids, Tomašev et al (2014) have shown, based on the ratio between
the average distance to the strongest hub and average distance to the medoid, that
in high dimensions the hub is equally informative about the location of the cluster
center as the medoid, while in low dimensions the hub and medoid are unrelated.
At the same time, generally the locally strongest hub and themedoid are in neither
case the same point.

The preceding observations offer justification for the ideato use hubs as cluster
prototypes. As was shown, it is expected of points with high hubness scores to be
closer to centers of clustered subregions of high-dimensional space than other data
points, making them viable candidates for representative cluster elements. We are
not limited to observing only points with the highest hubness scores, we can also
take advantage of hubness information for any given point. More generally, in pres-
ence of irregularly shaped clusters, hubs are expected to befound near the centers
of compact sub-clusters, which is also beneficial. In addition, hubness of points is
straightforward to compute exactly, while the computationof cluster centroids and
medoids must involve some iterative inexact procedure intrinsically tied to the pro-
cess of cluster construction. The remaining question of howto assign individual
hubs to particular clusters will be addressed in Section 6.

4 Effects of Hubness on Clustering

In this section we revisit and refine the study by Radovanovi´c et al (2010a, Sec-
tion 7.3.1), which demonstrated the negative effects of hubness on existing cluster-
ing algorithms.
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Fig. 3 Interaction between norm, hubness and density in low- and high-dimensional synthetic
Gaussian data, as discussed in Tomašev et al (2014).

Two of the main objectives of (distance-based) clustering algorithms are to pro-
duce such grouping of points which minimizes within-cluster distances, while max-
imizing between-cluster distances. The hubness phenomenon has an impact on both
of these objectives.

As we discussed in Section 3, anti-hubs act as distance-based outliers which are
far from all other points. Thus, they tend to increase within-cluster distance for
any clusters they are associated with. Distance-based outliers and their influence
on clustering are well-studied subjects (Tan et al, 2005): since outliers do not clus-
ter well because of the high within-cluster distance, they are often discovered and
eliminated beforehand. The existence of outliers is attributed to various reasons (for
example, erroneous measurements). Nevertheless, the skewness ofNk suggests that
in high-dimensional data outliers are also expected due to inherent properties of
vector space.

On the other hand, between-cluster distance may be reduced for points with high
k-occurrences, i.e., hubs, since they tend to be close to manyother points. For this
reason, hubs also do not cluster well, but unlike anti-hubs (outliers) this is because
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they have low between-cluster distance. In contrast to outliers, the influence of hubs
on clustering traditionally has not attracted significant attention.

To examine the influence of both outliers and hubs, we used thepopular sil-
houette coefficients (SC) (Tan et al, 2005). For theith point, letai be the average
distance to all points in its cluster (ai corresponds to within-cluster distance), and
bi the minimum average distance to points from other clusters (bi corresponds to
between-cluster distance). This is shown in Equation 1, where πc denotes thec-th
cluster. The SC of theith point is(bi − ai)/max(ai,bi), ranging between−1 and 1
(higher values are preferred). The SC of a set of points is obtained by averaging the
silhouette coefficients of the individual points.

ai =
∑x j∈πci ,x j 6=xi|xi∈πci

d(xi,x j)

|πci |

bi = min
πc,xi /∈πc

∑x j∈πc d(xi,x j)

|πc|

SC=
bi − ai

max(ai,bi)

(1)

In order to explore the effects on clustering quality of hubsand anti-hubs, we
employ the popular K-means++ algorithm, but differently from Radovanović et al
(2010a, Section 7.3.1) we vary the number of clustersK. For a given data set, we
select as hubs those pointsx with Nk(x) more than two standard deviations higher
than the mean (we use the number of neighborsk = 10). Letnh be the number of
hubs selected. Next, we select as outliers thenh points with the lowestNk(x). Finally,
we designate all remaining points as regular points. To examine the K-means++
clustering success for hubs and anti-hubs, we measure therelative SC of hubs (anti-
hubs): the mean SC of hubs (anti-hubs) divided by the mean SC of regular points.
For several real-world data sets used in Section 6, Figure 4 shows with solid lines
the relative silhouette coefficients, obtained as averagesover 50 runs of K-means++.
For lower values ofK, outliers have relative SC less than one, meaning that they
cluster worse than regular points. AsK increases, outliers begin to cluster better, at
some instant exceeding the regular points. This can be considered natural, since with
the increased number of clusters, outliers will tend to be isolated in their own small
clusters, which prevents them from spoiling within-cluster distance of larger clusters
they are “forced” to be included in whenK is small, at the same time producing
increased between-cluster distance for such small “outlying” clusters. In Figure 4,
this trend is clearly illustrated with plots of relativea andb components of the SC
for the anti-hubs, with thea components starting to drop after initially increasing,
andb components continually increasing or staying approximately constant.

On the other hand, for hubs the exactly opposite trends emerge. For smallerK
values hubs generally cluster well, which is exemplified in Figure 4 with solid black
lines indicating their relative SC being below 1, since they“snugly” fit the central
regions of the large clusters. However, asK increases the relative SC of hubs begins
to drop. In this situation, in whichever cluster a hub is placed, it will tend to decrease
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Fig. 4 Silhouette coefficients (SC) of hubs (black solid lines) andanti-hubs (red solid lines), rel-
ative to the SC of regular points, for varying numbers of clusters in K-means++. Also plotted are
the relative values fora (dashed lines) andb (dash-dot lines) components of the SC.

between-cluster distance, since hubs are close to many other points, and in the sce-
nario involving a large number of small clusters, many of thepoints hubs are close
to will originate from different clusters. This is illustrated in the figure with plots of
relativeb components for the hubs, which tend to decrease as the numberof clusters
increases. In addition, somewhat surprisingly (but completing the analogy with the
anti-hubs/outliers), the relativea component increases for the hubs, signifying that
in the many-small-cluster scenario the hubs’ advantage of being close to many other
points and having small within-cluster distance diminishes compared to the regular
points.

Putting the striking analogy between hubs and anti-hubs (inthe context of clus-
tering quality) aside, regardless of whether hubs cluster better or worse than regular
points according to full silhouette coefficients, the between-clusterb component of
the SC is always low. This constitutes a major area for improvement of clustering
algorithms and, as will be demonstrated, is the principal reason why the reviewed
and proposed hub-based algorithms work well.
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5 Interaction Between Kernels and Hubness

In Section 6, we will consider a ”kernelized” version of existing hubness-based
clustering algorithms. Before that, let us examine the interaction of kernel functions
and hubness, i.e., the differences (if any) between hubnessin the original space
and kernel space. For a given kernel functionK(x,y), norm distance metricD(x,y)
in Hilbert space, such as Euclidean distance onR

d used throughout this chapter,
the square of the distance betweenΨ(x) andΨ(y), the projections ofx andy to
kernel space, can be expressed asD2(Ψ (x),Ψ(y)) = K(x,x)−2K(x,y)+K(y,y).
Hubness in kernel space is, therefore, straightforward to compute using the distances
expressed byK.

We will consider three of the most popular choices of kernel functions – the
polynomial, radial basis function (RBF), and sigmoid kernel (Yu et al, 2002; Lin
and Lin, 2003):

Kpoly(x,y) = (1+ 〈x,y〉)p,

KRBF(x,y) = exp(−γ‖x− y‖2),

Ksigm(x,y) = tanh(a〈x,y〉+ r),

where usuallyp ∈ {1,2, . . .}, andγ,a,r ∈R, γ > 0.
For the polynomial kernel, with its one parameterp, in the case whenp = 1

(for which the kernel is also referred to as the linear kernel) it can be shown that
distances in the kernel space are exactly the same as in the original space (Yu et al,
2002), which implies that hubness will be the same as well (and also that kernelized
clustering algorithms will produce the same groupings as the original algorithms).
For other values ofp this is not the case, and to illustrate the difference Figure5
plots the Spearman correlations betweenN10 of points in the original space and in
the kernel space (CN10), as well as the skewness of the distribution ofN10 in kernel
space (SN10), for all values ofp ∈ {1,2, . . . ,20}, on UCI and image data sets used
in Section 6. Starting with the expected perfect correlation for p = 1, the general
trend is for correlation to weaken with increasingp, albeit at different rates for
different data sets. Skewness ofN10, on the other hand, increases for the majority of
data sets, while for some it remains approximately constant. Notably, we have not
detected significant drops of skewness with increasingp.

The RBF kernel is a smooth monotone function on distances in the original space,
and as such produces distances in the kernel space that preserve the ordering ofk
nearest neighbors, i.e., preservekNN graphs from the original space (Yu et al, 2002).
Therefore, hubness in the kernel space remains the same as inthe original space.
Unlike the linear kernel, distances are not exactly preserved, which is why it still
makes sense to employ the RBF kernel in clustering algorithms which operate with
distances (and not only with nearest neighbors). Furthermore, numeric concerns
limit the usable values ofa to a relatively small range (depending on the data set
and numeric precision used).
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Fig. 5 Correlation betweenN10 in original and kernel space (left), and skewness of the distribution
of N10 in kernel space (right), for the polynomial kernel with different values of parameterp.

Finally, sigmoid kernel’s two free parameters produce kernel functions with dif-
ferent properties (Lin and Lin, 2003), which are more or lessmeaningful to use in
practical situations. We explore the range of parameter values similar to those con-
sidered by Lin and Lin (2003): log(a)∈ {−10,−8, . . . ,10}, andr ∈{−5,−4, . . . ,5}.
Figure 6 shows surface plots ofCN10 andSN10 on three data sets representative of the
general trend. The influence of thea parameter is similar to the general influence
of p in the polynomial kernel: for small values ofa, hubness in kernel space is
closely correlated with hubness in the original space, and as a increases the corre-
lation significantly weakens, while ther parameter is not particularly influential in
this regard except in the transitional regions where it can speed up the drop in cor-
relation with increasinga. As for skewness, it generally increases substantially with
increasinga (please note the reversed scale for log(a) compared to the correlation
plots), withr again not playing a particularly significant role.

To summarize, the parameters of the considered kernels, except for the RBF ker-
nel, can produce mappings of distances which may or may not preserve hubness
from the original space, and in the case where hubness is not preserved it is usually
amplified, meaning that in the kernel space there is a tendency to have strong hub
points which are not hub points at all in the original space. Thus, we can conclude
that “kernelizing” hubness-based clustering algorithms can have a significant impact
on the groupings that are produced.
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Fig. 6 Correlation betweenN10 in original and kernel space (left), and skewness of the distribution
of N10 in kernel space (right), for the sigmoid kernel with different values of parametersa andr.

6 Clustering Algorithms Based on Hubness

It was shown that pointwise hubness scores correlate well with local cluster central-
ity in intrinsically high-dimensional Gaussian mixture data (Tomašev et al, 2014)
and neighbor occurrence frequency (Nk(x)) can be used as an estimate of centrality
in many dimensions.

This information can be integrated with different types of clustering approaches.
Several hubness-based extensions of K-means were proposedin Tomašev et al
(2014), as a way of exploitingNk(x) information in partitional clustering. In global
K-hubs (GKH), hubs are used as cluster prototypes instead ofcluster centroids in
K-means iterations. Initial experiments have shown that this approach is somewhat
rigid, as it is prone to premature convergence to decent but suboptimal cluster con-
figurations. GKH was ‘softened‘ by introducing stochasticity, so that hubs are used
as prototypes in iterations with a certain probability and that other points might
become prototypes as well, with a probability proportionalto Nk(x)2. The algo-
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Fig. 7 An illustrative example from Tomašev et al (2014) of the difference between using hubs and
centroids/medoids as cluster prototypes in partitional clustering iterations: The red dashed circle
marks the centroid (C), yellow dotted circle the medoid (M), and green circles denote two elements
of highest hubness (H1,H2), for neighborhood size 3.

rithm was named global hubness-proportional clustering (GHPC). The alternating
probabilistic framework was controlled by a temperature parameter, as in simulated
annealing. The motivation behind using hubs as cluster prototypes is outlined in
Figure 7.

Essentially, when a cluster in the current iteration is composed of multiple com-
pact components, centroids and medoids do not necessarily represent meaningful
prototypes. Ideally, we might like to assign these separatecomponents to different
clusters in the following iterations, while searching for the best split and the optimal
cluster configuration. However, centroid and medoid updates might either lead to
minor differences between iterations, inflating the iteration count or even converge
into a suboptimal configuration. Furthermore, centroids and medoids of such multi-
component clusters do not really correspond to local component centers. Therefore,
using hubs as prototypes and hubness while guiding the prototype search might help
with overcoming these issues in certain cases in intrinsically high-dimensional data.

It should be noted that there are more benefits to using hubness instead of density
for guiding the prototype search in clustering, other than the mere fact that it corre-
lates better with local cluster centrality. Namely, hubness does not depend on scale.
This plays an important role in data sets that incorporate several levels of granularity
by containing clusters of highly varying densities. Scaling a cluster up or down does
not change its neighbor structure and does not, in general, affect the hubness of data
points.

Naturally, hub prototype cluster configurations are not necessarily optimal on any
given data. Sometimes, there are still benefits when using centroids as cluster proto-
types instead. Therefore, an extension of GHPC was examined, where the determin-
istic iteration step was to take centroids as cluster prototypes and the probabilistic
step was still used to choose prototype points proportionalto their Nk(x)2 scores.
This hybrid approach was named global hubness-proportional K-means (GHPKM)
and was shown to perform somewhat better than GHPC in severalreal-world clus-
tering tasks.

As GKH, GHPC and GHPKM are only capable of capturing hyper-spherical
clusters, it was mentioned in Tomašev et al (2014) that it might be promising to ex-
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plore alternative ways of clustering with hubs, that would be able to handle clusters
of different shapes as well. It was argued that kernels mightbe used to introduce
additional non-linearity to the approaches, similarly to what was done with kernel
K-means (Dhillon et al, 2004).

We will first formally present and examine in more detail the previously proposed
hubness-based partitional approaches that were mentionedabove. We will proceed
by proposing and describing a novel hubness-based extension of the kernel K-means
algorithm (Dhillon et al, 2004).

6.1 Deterministic Approach

A simple way to employ hubs for clustering is to use them as onewould normally
use centroids. This is a simple extension of the K-means method. The algorithm,
referred to asK-hubs, is given in Algorithm 1.

Algorithm 1 K-hubs
initializeClusterCenters();
Cluster[] clusters = formClusters();
repeat

for all Cluster c∈ clustersdo
DataPoint h = findClusterHub(c);
setClusterCenter(c, h);

end for
clusters = formClusters();

until noReassignments
return clusters

This initial approach converges to final cluster configurations very quickly. In
earlier experimentation, it took no more than four iterations on all the data sets used
for testing, most of which contained around 10000 data instances. Nevertheless, its
instability and sensitivity to initialization (Celebi et al, 2013; Celebi and Kingravi,
2012) render it ineffective in most practical cases.

6.2 Probabilistic Approach

Local hubs, that is – points with the highest hubness scores among their respective
temporary clusters during iterations, are certainly good candidates for cluster pro-
totypes. K-hubs illustrates that by being able to reach meaningful cluster configura-
tions quickly. However, hubness of other points in the data set contains potentially
useful information related to the cluster structure. Global hubness-proportional clus-
tering algorithm (GHPC), described in Algorithm 2, implements a squared hubness-
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proportional stochastic scheme based on the widely used simulated annealing ap-
proach to optimization (Corne et al, 1999). The temperaturefactor was introduced
to the algorithm, so that it may start as being entirely probabilistic and eventually
end by executing deterministic K-hubs iterations.

Algorithm 2 GHPC
initializeClusterCenters();
Cluster[] clusters = formClusters();
float t = t0; {initialize temperature}
repeat

float θ = getProbFromSchedule(t);
for all Cluster c∈ clustersdo

if randomFloat(0,1)< θ then
DataPoint h = findClusterHub(c);
setClusterCenter(c, h);

else
for all DataPoint x∈ c do

setChoosingProbability(x,N2
k (x));

end for
normalizeProbabilities();
DataPoint h = chooseHubProbabilistically(c);
setClusterCenter(c, h);

end if
end for
clusters = formClusters();
t = updateTemperature(t);

until noReassignments
return clusters

The skewness of thek-occurrence distribution is why this approach becomes
meaningful when clustering in many dimensions. A vast majority of points have
low Nk(x) scores, which means that they will be disregarded by GHPC, asthey
will be considered bad candidates for cluster prototypes and they will be assigned
a very low probability of being selected. The square of the actual neighbor occur-
rence frequency is used (Nk(x)2) in order to emphasize this feature of the algorithm.
This is conceptually similar to the use of squared point-center distances for deter-
mining initial cluster seeds in K-means++ (Arthur and Vassilvitskii, 2007), the im-
portant difference being that the squared neighbor occurrence frequencies are used
for determining local point centrality, while theD2 initialization scheme is used for
achieving a good spread of the initial points.

The actual exponent can be varied and more experiments wouldbe needed to
determine its optimal value in general. A high exponent would increase the skew-
ness in selection probabilities of different points, thereby decreasing the exploratory
potential of the algorithm and increasing its greedy exploitation. The exploration vs
exploitation problem is well-known in various optimization problems and the opti-
mal trade-off between the two depends on particular data characteristics. In terms of
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data hubness, it might be advisable to use higher exponents for low- and medium-
dimensional data and lower exponents for very high-dimensional data.

GHPC uses a rather trivial temperature schedule in the getProbFromSchedule(t)
function. The number of probabilistic iterationsNProb is passed as an argument to
the algorithm and the probabilityθ = min(1, t/NProb). It is possible to use more
complex cooling schemes and this might lead to slightly better results in practice.
The basic temperature schedule implemented in GHPC, however, has proven suffi-
cient in many cases.

GHPC executes a search through the data space based on hubness as an esti-
mate of local cluster centrality. To justify the use of the proposed stochastic scheme,
a series of tests was performed on Gaussian mixtures (Tomašev et al, 2014), for
dimensionalityd = 50,n = 10000 instances, andK = 25 clusters in the data. Neigh-
borhood size was set tok = 10 and for each preset number of probabilistic iterations
in the annealing schedule, the clustering was run 50 times, each time re-initializing
the seeds. The results are displayed in Fig. 8. The silhouette index (Tan et al, 2005)
was used to estimate the clustering quality. Due to a significant skewness of the
squared hubness scores, adding more probabilistic iterations helps in achieving bet-
ter clustering, up to a certain plateau that is eventually reached.

Fig. 8 Estimated quality of clustering for various durations of probabilistic search in GHPC, on
synthetic Gaussian mixtures, as discussed in Tomašev et al(2014).

6.3 A Hybrid Approach: Extending K-Means

K-hubs and GHPC share a property that they do not assume any underlying data
representation and can handle arbitrary object types, as long as some measure of
similarity can be established between objects. In cases when features are available
as vectors and it is possible to calculate centroids, it is possible to use hubness in-
formation for clustering in conjunction with the basic principles of K-means. In this
case, hubness scores can be used to guide the prototype search and help K-means
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to avoid premature convergence to local cluster configuration optima. This simple
extension of K-means has been shown to perform well in practice in Tomašev et al
(2014). It is formally described in Algorithm 3 and will be referred to as global
hubness-proportional K-means (GHPKM). The only difference between GHPKM
and GHPC is in the deterministic part of each iteration, where the deterministic
option executes standard K-means updates by selecting centroids for cluster proto-
types. In the probabilistic branch, points are selected with a probability proportional
to Nk(x)2, as in GHPC.

Algorithm 3 GHPKM
initializeClusterCenters();
Cluster[] clusters = formClusters();
float t = t0; {initialize temperature}
repeat

float θ = getProbFromSchedule(t);
for all Cluster c∈ clustersdo

if randomFloat(0,1)< θ then
DataPoint h = findClusterCentroid(c);
setClusterCenter(c, h);

else
for all DataPoint x∈ c do

setChoosingProbability(x,N2
k (x));

end for
normalizeProbabilities();
DataPoint h = chooseHubProbabilistically(c);
setClusterCenter(c, h);

end if
end for
clusters = formClusters();
t = updateTemperature(t);

until noReassignments
return clusters

6.4 Using Kernels in Hubness-based Clustering

A major problem with K-hubs, GHPC and GHPKM is that they are limited to dis-
covering hyper-spherical clusters. In many applications this is not sufficient. It is
therefore natural to explore other options, including the use of kernels as means of
inducing additional non-linearity to the cluster discovery process. Kernel K-means
is a natural extension of K-means that supports the use of kernels (Dhillon et al,
2004). As K-hubs, GHPC and GHPKM are all essentially extensions and variations
of K-means as well, it is possible to combine these approaches in order to enable
kernel clustering via the hubness-based methodology.
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Let πc be the data clusters, wherec ∈ {1..K}. Using the non-linear functionφ ,
the objective function of kernel GHPKM is, similarly to the objective function of
kernel K means, as follows:

F({πc}K
c=1) =

K

∑
c=1

∑
x∈πc

w(x) · ‖φ(x)− pc‖2 (2)

In Equation 2,w(x) are weights that may be assigned to different points, if
needed. In our experiments, we have usedw(x) = 1 for all x. Cluster prototypes
are denoted bypc. This is where the first difference between kernel K-means and
kernel GHPKM appears, aspc in kernel GHPKM are not necessarily centroids, but
can also be hubs, or rather – points that are taken as prototypes with a probability
proportional toNk(x)2, as in GHPC and GHPKM. As the iterations progress, this
difference disappears, as they become more and more deterministic, due to the cool-
down in the simulated annealing procedure that governs the optimization. Therefore,
kernel GHPKM will eventually end up minimizing the same function as kernel K-
means, but it will also perform a slightly more randomized initial search that might
help with avoiding premature convergence to local optima, as in GHPKM.

Denote the centroid of clusterc by mc. The centroid under the mappingφ is then
calculated according to Equation 3. We will similarly denote the currently selected
prototype hub of clusterc aspc = hc, when there is a need to clarify the difference.

mc =
∑x∈πc w(x) ·φ(x)

∑x∈πc w(x)
(3)

When defined as in Equation 3, centroids minimize the weighted squared dis-
tance to other mapped points in the cluster, as suggested by Equation 4. Using hubs
as prototypes does not minimize this squared distance sum, but might be beneficial
for different reasons.

mc = argminz ∑
x∈πc

w(x) · ‖φ(x)− z‖2 (4)

The squared distance to the prototype can be easily calculated in the case when
the prototype is selected from the cluster point pool. This actually speeds up the
distance calculations somewhat. This dichotomy is given inEquation 5, and the
formula for calculating the distance to the cluster centroid according to the kernel
trick is given in Equation 6. This is necessary, as we are not explicitly mapping the
points via the mapφ , so there is no way to explicitly calculate the centroid itself in
an effective manner.

‖φ(x)− pc‖2 =

{

‖φ(x)−mc‖2 if pc = mc

K(x,x)+K(hc,hc)−2 ·K(x,hc), if pc = hc
(5)
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‖φ(x)−mc‖2 = ‖φ(x)− ∑z∈πc w(z) ·φ(z)
∑z∈πc w(z)

‖2 =

K(x,x)−2 · ∑z∈πc w(z) ·K(x,z)

∑z∈πc w(z)
+

∑z1,z2∈πc w(z1) ·w(z2) ·K(z1,z2)

(∑z∈πc w(z))2

(6)

The details of Kernel GHPKM are given in pseudo-code in Algorithm 4. For each
cluster we keep track of whether we have chosen the prototypepoint according to
the squared hubness-proportional procedure or have chosento use the centroid im-
plicitly for determining future point assignments. While looping through the points,
Equation 5 and Equation 6 are used interchangeably, depending on the situation.

6.5 Scalability of Hubness-based Approaches

Calculating all theNk(x) factors for guiding the prototype search in clustering iter-
ations requires calculating the entirekNN graph. Using a naive approach that does
not take advantage of any spatial data structures or approximate calculations can
be costly and prohibitive for very large data sets that are frequently encountered in
modern practical applications. In such large data sets, there might be millions of
examples that need to be clustered in a certain way.

There exist, however, fast approximate methods which can beused to construct
fairly accurate approximations in reasonable time. It is possible to use either a
generic approach (Chen et al, 2009) or some metric-specific approximation method
based on locality-sensitive hashing (Paulevé et al, 2010;Satuluri and Parthasarathy,
2012; Xia et al, 2012; Wang et al, 2012). The performance of different approxi-
matekNN search methods depends on data characteristics of the dataset in question
and the intrinsic difficulty of thek-nearest neighbor search problem in the particular
context (He et al, 2012).

As the neighbor occurrence frequency of a point is inferred from its reversek-
nearest neighbor sets, fast approximate reversek-nearest neighbor queries are also
potentially relevant for on-line, incremental hubness-based approaches, where new
observations come in streams and the training set needs to befrequently updated.
Early approaches were based on running approximatekNN queries and then analyz-
ing and modifying the approximatekNN sets (Singh et al, 2003). Many approaches
use tree-based indexing techniques or influence zones (Cheema et al, 2011) and
some focus on multi-type queries (Ma et al, 2011). Some attention has been given
recently to probabilistic reversek-nearest neighbor queries on fuzzy and uncertain
data (Bernecker et al, 2011; Zhang et al, 2013).

The data which we had available for our experiments was not prohibitively big,
so we only report the results on the accurate, complete,k-nearest neighbor graphs.
It is worth noting, however, that it was already shown for some other hubness-aware
methods to be quite robust with regards to the approximate neighbor sets (Tomašev
and Mladenić, 2012) and that there is usually no significantdecrease in accuracy
even for nearly linear graph construction time complexities.
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Algorithm 4 Kernel GHPKM
initializeClusterCenters();
float t = t0; {initialize temperature}
repeat

float θ = getProbFromSchedule(t);
for all Point x∈ datasetdo

closestCluster = NULL;
minimalDistance = MAXVALUE;
for all Cluster c∈ clustersdo

if getClusterCenter(c) NOT NULLthen
distance = getDistanceToHub(c);{Equation 5}
if distance≤ minimalDistancethen

minimalDistance = distance;
closestCluster = c;

end if
else

distance = getDistanceToCentroid(c);{Equation 6}
if distance≤ minimalDistancethen

minimalDistance = distance;
closestCluster = c;

end if
end if

end for
assignPointToFutureCluster(x, closestCluster)

end for
updateClusterAssignments();
for all Cluster c∈ clustersdo

if randomFloat(0,1)< θ then
setClusterCenter(c, NULL);

else
for all DataPoint x∈ c do

setChoosingProbability(x,N2
k (x));

end for
normalizeProbabilities();
DataPoint h = chooseHubProbabilistically(c);
setClusterCenter(c, h);

end if
end for
t = updateTemperature(t);
calculateErrorFunction(){Equation 2};

until convergenceCriterion
clusters = formClusters();
return clusters
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However, not all complexity is due to thekNN set calculations. In kernel GH-
PKM, there is also the known complexity of the kernel K-meansbase algorithm, that
equalsO(n2(τ + d)), whereτ is the total number of iterations andd is data dimen-
sionality. It is also worth noting that kernel GHPKM tends tohave more iterations
than kernel K-means itself, due to its stochastic nature andthe fact that it uses some
more time for the hubness-guided exploration of the clusterconfiguration space be-
fore it switches to the exploitation phase. Therefore, thisexact implementation is
not well suited for large-scale clustering but rather when trying to achieve a higher
quality of clustering on small-to-medium size intrinsically high-dimensional data.
Nevertheless, it should be noted that there exist approximate kernel K-means imple-
mentations as well (Chitta et al, 2011) that are able to handle very large datasets, so
the approximate implementations of kernel GHPKM will also be evaluated in the
future, in order to enable hubness-based clustering of verylarge data sets.

7 Experimental Comparisons

Experimental comparisons performed in Tomašev et al (2014) have shown that
hubness-based clustering methods offer promising performance. Extensive evalu-
ation was done both on high-dimensional synthetic Gaussianmixture data as well
as a series of real world data sets, some of which exhibited substantial hubness.
Promising performance was also observed in presence of highnoise levels, where
GHPKM was the best among the basic hubness-based approachesin detecting the
underlying Gaussian clusters that were placed in volumes ofuniform noise. These
improvements were more pronounced in cases of higher dimensionality. A quick
comparison of the evolution of silhouette index in those experiments is shown in
Figure 9.

(a) Silhouette index values ford = 10,
k = 50

(b) Silhouette index values ford = 50,k = 50

Fig. 9 Gradual change in cluster quality measures with rising noise levels, as discussed in Tomašev
et al (2014). The difference between the algorithm performances is much more pronounced in the
high-dimensional case.
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We will not review the experiments on synthetic data in much detail here. Inter-
ested readers can look up the original results in the paper (Tomašev et al, 2014).
Instead, we will focus on presenting comparisons on real-world data, extended by
including the evaluation of kernel GHPKM. The downside is, of course, that real-
world test cases are less controlled as optimal configurations are usually not avail-
able a priori in the high-dimensional case. Nevertheless, these tests are more chal-
lenging and more practically relevant.

There were two different experimental setups on real-worlddata sets. In the first
setup, a single data set was clustered for many differentK-s, in order to compare
algorithm performance over a range of cluster numbers. In the second setup, 20 dif-
ferent data sets were all clustered by the number of classes known to be present
in the data. For all centroid-based algorithms, including KM, we used theD2 (K-
means++) initialization procedure (Arthur and Vassilvitskii, 2007). As for choice of
k, there is no consensus on what the best or easiest way for choosing proper neigh-
borhood size in algorithms that usek-nearest neighbor sets might be. One option
would be to do initial cross-validation in order to detect potential parameter values.
However, the initial experiments show that the hubness-based clustering are not very
sensitive to the choice ofk, while it remains in reasonably low ranges. The perfor-
mance of GHPC was rather constant for neighborhood sizesk ∈ [1,20] (Tomašev
et al, 2014).

The clustering quality in these experiments was measured bytwo quality indices,
the silhouette index and the isolation index (Frederix and Pauwels, 2004), which
measures a percentage ofk-neighbor points that are clustered together.

In the first experimental setup, the algorithms were compared on the two-part
Miss-America data set (cs.joensuu.fi/sipu/datasets/). Each part consists of 6480 in-
stances having 16 dimensions. Results were compared for various predefined num-
bers of clusters in algorithm calls. Each algorithm was tested 50 times for each
number of clusters. Neighborhood size was 5. Histogram intersection kernel was
used in the kernel methods and Euclidean distance in other cases. Histogram in-
tersection kernel is non-parametric and is believed to perform well on image data,
which is why it was employed in these experiments.

The results for both parts of the data set are given in Table 1.Kernel GHPKM
clearly outperformed all remaining tested approaches on this data set, both in terms
of silhouette and isolation index. If we compare the value ofthe silhouette index
for kernel GHPKM of 0.75 forK = 2 on part I to the second best value achieved
by kernel K-means of 0.33, we see that the difference is quitesubstantial. Similar
and even more pronounced differences can be seen for other values ofK. On the
other hand, GHPC clearly outperformed the other compared non-kernel clustering
algorithms on this data set. This shows that hubs can serve asgood cluster center
prototypes.

As intrinsically high-dimensional, high-hubness data, wehave taken several sub-
sets of the ImageNet public repository (www.image-net.org). These data sets are de-
scribed in detail in (Tomašev et al, 2011b,a). Two separatecases are examined: Haar
wavelet representation and SIFT codebook + color histogramrepresentation (Lowe,
1999; Zhang and Zhang, 2009). This totals to 10 different clustering problems. The
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Table 1 Clustering quality on the Miss-America data set Parts I and II, measured by silhouette
index and isolation index, for various cluster numbers. Kernel-GHPKM clearly outperforms all
other approaches on this dataset. Also, GHPC clearly outperforms all non-kernel tested approaches
here. Highest scores are given in bold.

(a) Silhouette index

K 2 4 6 8 10 12 14 16

GKH 0.28 0.14 0.12 0.08 0.07 0.05 0.06 0.05
GHPC 0.38 0.29 0.25 0.21 0.15 0.10 0.10 0.09
KM++ 0.14 0.12 0.09 0.08 0.07 0.07 0.07 0.07

Part I GHPKM 0.28 0.18 0.17 0.14 0.13 0.11 0.10 0.08
ker-KM++ 0.33 0.36 0.36 0.34 0.35 0.22 0.28 0.14

ker-GHPKM 0.75 0.75 0.77 0.76 0.78 0.75 0.76 0.73

GKH 0.33 0.21 0.13 0.08 0.08 0.07 0.06 0.06
GHPC 0.33 0.27 0.22 0.26 0.18 0.19 0.12 0.11
KM++ 0.18 0.12 0.10 0.08 0.07 0.08 0.07 0.07

Part II GHPKM 0.33 0.22 0.18 0.14 0.12 0.11 0.10 0.08
ker-KM++ 0.46 0.30 0.41 0.46 0.29 0.28 0.24 0.23

ker-GHPKM 0.54 0.48 0.50 0.54 0.51 0.50 0.51 0.52

(b) Isolation index

K 2 4 6 8 10 12 14 16

GKH 0.83 0.58 0.53 0.38 0.27 0.22 0.21 0.15
GHPC 0.91 0.89 0.71 0.53 0.42 0.33 0.30 0.26
KM++ 0.62 0.46 0.34 0.23 0.19 0.16 0.13 0.12

Part I GHPKM 0.85 0.54 0.45 0.38 0.29 0.26 0.24 0.23
ker-KM++ 0.77 0.92 0.93 0.92 0.95 0.91 0.91 0.80

ker-GHPKM 0.88 0.94 0.94 0.94 0.95 0.93 0.94 0.91

GKH 0.82 0.56 0.35 0.26 0.21 0.17 0.15 0.14
GHPC 0.80 0.64 0.45 0.48 0.37 0.35 0.26 0.23
KM++ 0.62 0.35 0.28 0.20 0.16 0.14 0.11 0.09

Part II GHPKM 0.77 0.50 0.36 0.29 0.26 0.24 0.22 0.19
ker-KM++ 0.88 0.78 0.90 0.94 0.91 0.89 0.90 0.91

ker-GHPKM 0.88 0.88 0.91 0.94 0.90 0.90 0.90 0.92

neighborhood sizek was set to 20. Silhouette values are given in Table 2 and the
average values of the isolation index in Table 4. Histogram intersection kernel was
again used in kernel-based approaches and Manhattan distance in other clustering
methods. Unlike in the original paper (Tomašev et al, 2014), feature values were
not previously normalized to the[0,1] range. This leads to an improved cluster-
ing performance on SIFT representations and comparable performance on the Haar
ImageNet representations. However, it seems that kernel K-means performs much
worse when excluding normalization, so the comparisons of kernel methods in both
cases are shown in Figure 10.

As Table 2 shows, kernel GHPKM clearly outperforms kernel K-means on Haar
ImageNet representations. Both methods perform poorly with the histogram inter-
section kernel on the non-normalized SIFT representations. Other kernels might be
more appropriate in that case. On SIFT representations, GHPKM was slightly better
than K-means++, though the difference is not significant.



Hubness-Based Clustering of High-Dimensional Data 25

Table 2 Clustering quality expressed as silhouette index on high-hubness data sets from the Im-
ageNet repository. We examine both SIFT and Haar image feature representations. Histogram in-
tersection kernel was used in the kernel-based algorithms and Manhattan distance in other cases.
Features were not normalized. The skewness ofNk for k = 1 is shown asSN1. Highest scores are
given in bold.

data set size d K SN1 GKH GHPC KM++ GHPKM ker-KM ker-GHPKM

ds3haar 2731 100 3 2.27 0.55 0.57 0.68 0.70 -0.02 0.04
ds4haar 6054 100 4 2.44 0.41 0.49 0.60 0.61 -0.08 0.83
ds5haar 6555 100 5 2.43 0.49 0.52 0.63 0.64 -0.11 0.87
ds6haar 6010 100 6 2.13 0.42 0.39 0.57 0.57 -0.29 0.78
ds7haar 10544 100 7 4.60 0.25 0.44 0.64 0.66 -0.25 0.78

AVG-Haar 0.42 0.44 0.62 0.64 -0.15 0.66

ds3sift 2731 416 3 15.85 0.13 0.16 0.23 0.24 0.03 -0.09
ds4sift 6054 416 4 8.88 0.07 0.08 0.19 0.20 -0.06 0.10
ds5sift 6555 416 5 26.08 0.07 0.08 0.23 0.24 -0.03 -0.07
ds6sift 6010 416 6 13.19 0.06 0.05 0.14 0.15 -0.12 -0.06
ds7sift 10544 416 7 9.15 0.03 0.02 0.13 0.16 -0.13 0.01

AVG-Sift 0.07 0.08 0.19 0.20 -0.06 -0.02

AVG-Total 0.25 0.26 0.40 0.42 -0.10 0.32

As mostly low-to-medium hubness data (with the exception ofspambase), sev-
eral UCI data sets (archive.ics.uci.edu/ml/datasets.html) were randomly selected for
comparisons. Values of all the individual features in the data sets were normalized
prior to testing, as such preprocessing seems to slightly increase the hubness of the
data in this case. The data sets were mostly simple, composedonly of a few clusters.
The value ofk was set to 20. The results are shown in Table 3. RBF kernel was used
in the kernel methods and theγ parameter was set toγ = 1

d by default, which is a
common practice. In these experiments we did not try to optimize parameter values
or kernel choices, due to the time complexity of the computations in the current
implementations.

In the absence of hubness, purely hubness-based methods do not usually perform
well. Note, however, that they score comparably to KM++ and kernel K-means on
several UCI data sets and sometimes even outperform these baselines. Nevertheless,
these examples show that in order to expect significant performance gains from us-
ing hubness-based clustering methods, a significant neighbor k-occurrence skew-
ness is required.

The improvements in silhouette index that were observed on high-dimensional
data were explained by separately observing the index values and index component
values for different types of points – hubs, outliers and regular points (Tomašev
et al, 2014). It was shown that hubness-based clustering methods mostly help with
improving theb-component in the silhouette index for hub points. This result sug-
gests that hubness-based methods achieve most of their improvements by ensuring
that hubs remain distributed among clusters in such a way so as to increase the
overall between-cluster distances.
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Table 3 Clustering quality expressed as silhouette index on mostlylow to medium-hubness data
sets from the UCI repository. Hubness-based methods are much less effective when data hubness
is not pronounced. The skewness ofNk for k = 1 is shown asSN1. Highest scores are given in bold.

data set size d K SN1 GKH GHPC KM++ GHPKM ker-KM ker-GHPKM

wpbc 198 33 2 0.64 0.16 0.16 0.16 0.16 0.32 0.18
spambase 4601 57 2 21.460.29 0.38 0.31 0.50 0.48 0.37

arcene 100 1000 2 1.08 0.21 0.22 0.20 0.23 0.36 0.37
ovarian 253 15154 2 1.20 0.17 0.17 0.18 0.19 0.25 0.18

iris 158 4 3 0.46 0.48 0.47 0.49 0.49 0.67 0.61
parkinsons 195 22 2 0.39 0.25 0.30 0.37 0.37 0.64 0.28

sonar 208 60 2 1.35 0.11 0.11 0.19 0.15 0.26 0.17
wine 178 13 3 0.76 0.27 0.33 0.34 0.35 0.25 0.35

abalone 4177 8 29 0.92 0.22 0.20 0.26 0.27 -0.20 0.40
spectrometer 531 100 10 1.20 0.16 0.16 0.23 0.25 0.23 0.24

AVG-UCI 0.23 0.25 0.27 0.30 0.33 0.31

Table 4 Average isolation index values achieved by the compared algorithms on UCI and Ima-
geNet datasets. Highest scores are given in bold.

data sets GKH GHPC KM++ GHPKM ker-KM ker-GHPKM

AVG-UCI 0.48 0.47 0.44 0.47 0.77 0.60

AVG-Haar 0.65 0.68 0.81 0.82 0.38 0.98

AVG-Sift 0.29 0.29 0.48 0.51 0.50 0.97

AVG-Img 0.47 0.49 0.65 0.66 0.44 0.97

AVG-Total 0.47 0.48 0.55 0.57 0.61 0.78

Fig. 10 The influence of feature normalization to the[0,1] range on the performance of kernel-
based methods on Haar representations of ImageNet data. Kernel K-means and kernel GHPKM
are compared in both cases.

8 Application Domains and Other Types of Hubness-aware
Methods

Hubness is a phenomenon that was first observed in music recommendation and
retrieval (Aucouturier and Pachet, 2004; Aucouturier, 2006; M. and A., 2012;
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Flexer A., 2012; Gasser M., 2010). Hub songs were occurring very frequently in
top-k result sets even in those cases when there was little or no observable semantic
correlation with the queries, according to expert analysis. While the existence of
hubs is quite natural in many types of complex real-world networks where power
laws frequently arise, such as protein-protein interaction networks (Patil et al, 2010;
He and Zhang, 2006; Ekman et al, 2006), this finding was considered surprising
at the time, askNN graphs were not closely examined in this way before. Simi-
lar problems have been noted in a related task of speaker recognition (Doddington
et al, 1998; Dominik Schnitzer, 2012). The phenomenon was initially attributed
to the particular representations and metrics that were standard at the time. How-
ever, as subsequent analysis has shown, hubness is ubiquitous in intrinsically high-
dimensional data and has since been confirmed in images (Tomašev et al, 2011a;
Pracner et al, 2011; Tomašev and Mladenić, 2013), text (Radovanović et al, 2010b;
Tomašev et al, 2013a,c), time series (Radovanović et al, 2010c), collaborative fil-
tering data (Nanopoulos et al, 2009) etc. In general, most data that is encountered
today in practical machine learning and data mining applications is highly complex
and intrinsically high-dimensional. Therefore, it is expected to exhibit certain hub-
ness. The exact skewness of the occurrence distribution mayvary, but hubs are still
expected to emerge. Hubness removal and/or hubness-aware learning have recently
been advocated for high-hubness data (Schnitzer et al, 2014).

In many tasks, data hubness is detrimental to analysis, as hubs often tend to
act as semantic singularities when the labels are present. This is both a geometric
consequence of their emergence, as well as a consequence of frequent and severe
cluster assumption violation in many real-world datasets.Therefore, hubness-aware
methods have been proposed for instance selection (Buza et al, 2011; Ting-ting and
Zhen-feng, 2012), metric learning (Jégou et al, 2007, 2010; Schnitzer et al, 2011;
Tomašev and Mladenić, 2013b; Suzuki et al, 2013) and classification (Tomašev and
Mladenić, 2012; Tomašev et al, 2011c, 2013b; Tomašev andMladenić, 2013a) - in
order to reduce the negative impact of detrimental hub points in supervised learning.
Hubness has also been shown to affect the performance of learning methods under
class imbalance in high-dimensional data (Tomašev and Mladenić, 2013).

As for clustering, we have shown that hubness can actually beexploited for im-
proving clustering performance and that it is possible to base clustering approaches
for intrinsically high-dimensional data on the assumptionthat neighbor occurrence
frequencies correlate well with local cluster centrality.Hubness-based clustering
algorithms excel precisely in those cases where most standard clustering methods
start facing problems – in cases of high dimensionality and high sparsity. In fact,
they are not really applicable to the low-dimensional case and this should be kept in
mind. As our experimental comparisons suggest, highest improvements can be seen
in cases where data hubness is most pronounced, as the skewness of the neighbor
k-occurrence distribution is their working assumption.
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9 Possible Future Directions

Our experiments suggest hubness-based clustering as a promising approach for han-
dling intrinsically high-dimensional data and here we havepresented several simple
partitional clustering methods based on exploiting hubness in the search for cluster
prototypes. Neighbor occurrence frequency acts as a good local centrality measure
in high-dimensional data, so it easily conceivable that it can be integrated with ease
into other types of existing clustering approaches as well,not only into extensions of
K-means. It is especially tempting to consider hubs in thosealgorithms that use the
k-nearest neighbor graph for clustering – and there is a considerable number of al-
gorithms that fall into that category. Also, it would be interesting to see how hubness
can be exploited to possible improve or enrich other types ofclustering methods that
are tailored specifically for intrinsically high-dimensional data, like shared-neighbor
clustering methods or subspace clustering methods. Another tempting idea would be
to extend the existing hubness-based approaches to includelabel information when
available, in order to adapt them to semi-supervised clustering tasks. These are some
general directions that we intend to take in the future.

In kernel GHPKM, a more thorough investigation into the effects of parameter
values of different kernels and the consequences of preserving/changing the original
kNN structure in the maps is required. The initial results presented in this chapter
need to be expanded in order to obtain a fuller understandingof the underlying
processes and to consequently be able to use the algorithms to their fullest potential.

Additionally, as scalability is becoming crucial in many practical applications, it
is necessary to develop efficient hubness-based approximations that would be appli-
cable to large datasets.
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Paulevé L, Jégou H, Amsaleg L (2010) Locality sensitive hashing: A comparison of hash function
types and querying mechanisms. Pattern Recogn Lett 31(11):1348–1358
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Tomašev N, Rupnik J, Mladenić D (2013c) The role of hubs in cross-lingual supervised docu-
ment retrieval. In: Proceedings of the Pacific Asian Knowledge Discovery and Data Mining
Conference, Springer-Verlag, Berlin / Heidelberg, Germany, pp 185–196
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