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Abstract. In this paper, we point out that hubness—some samples in a
high-dimensional dataset emerge as hubs that are similar to many other
samples—influences the performance of kernel regression. Because the di-
mension of feature spaces induced by kernels is usually very high, hubness
occurs, giving rise to the problem of multicollinearity, which is known as
a cause of instability of regression results. We propose hubness-reduced
kernels for kernel regression as an extension of a previous approach for
kNN classification that reduces spatial centrality to eliminate hubness.

1 Introduction

Recently, hubness, a phenomenon occurring in high-dimensional datasets as a
result of curse of dimensionality [5], has attracted the attention of researchers
in the artificial intelligence community, especially for data mining and machine
learning. For instance, a new clustering algorithm was presented by taking advan-
tage of hubness [9]. The performance of k-nearest-neighbor (kNN) classification
was improved by eliminating hubness [7, 6, 8, 3].

In this paper, we point out that the hubness influences the performance of
kernel regression as well. Because the dimension of feature spaces induced by
kernels is usually very high, hubness occurs. Therefore, in the learning phase
of kernel regression, hubs in training samples that are similar to many other
training samples provide highly correlated information to the learning model.
The problem caused by such correlation of input variables is known as multi-
collinearity, which degrades the generalization error on test samples [4, 1].

We then propose hubness-reduced kernels for kernel regression as an extension
of localized centering [3], a technique for kNN classification, which transforms
similarity measures to reduce spatial centrality to get rid of hubness.

2 Multicollinearity in Kernel Regression

Let us assume that n pairs of input object and a scalar output value {xi, yi}ni=1

are given as training samples, and that the goal is to predict the output ytest for
a new input xtest. In ordinary linear regression, an input object x is represented
as a d-dimensional vector. More formally,

x 7→ f(x) = (f1(x), . . . , fd(x))T, (1)



where a set of d functions {fi(x)}di=1 are ad-hoc feature extractors designed
by domain experts. Then, weight wf of the functions, which is a d-dimensional
vector, is determined using training samples to minimize the least-squares loss
calculated as

∑n
i=1(yi − wT

f f(xi))
2. Also, the output ytest for a new input xtest

is predicted as ŷtest = wT
f f(xtest).

In the situation described above, multicollinearity is related to cases in which
the functions {fi(x)}di=1 are highly correlated, or to cases in which a function
extracts feature values from input objects in a very similar way to that of the
other functions. In such a case, a problem occurs by which the prediction be-
comes less reliable because the weight wf tends to be overfitted to noisy training
samples [4, 1].

In contrast, with kernel regression, an input object x is mapped to an n-
dimensional vector, such that

x 7→ k(x) = (k1(x), . . . , kn(x))T, (2)

where {ki(x)}ni=1 are kernel functions that give similarity between input x and
a training object xi. Some examples include ki(x) = 〈f(x), f(xi)〉 for linear
kernels, and ki(x) = exp(− 1

2γ2 ||f(x) − f(xi)||2) for Gaussian kernels. These

kernel functions ki(x) take larger values for input objects lying in the neighbor
of the training object xi, and smaller values for other input objects. If neighbor
objects are different for each of the training objects {xi}ni=1, then corresponding
kernel functions {ki(x)}ni=1 take large values for different objects. Therefore, no
correlation emerges between the kernel functions.

However, because a vector space (i.e., a reproducing kernel Hilbert space)
induced by kernels is usually high-dimensional, hub objects that are similar to
many other objects tend to occur, and the kernel function kh(x) corresponding to
a hub object xh gives large values for many objects. This fact implies that kh(x)
correlates with other kernel functions, and thereby produces multicollinearity.

3 Hubness in Kernel-Induced Spaces

The phenomenon of hubness is known to emerge when the nearest neighbors
(NNs) in a high-dimensional dataset are considered [5]. Let D ⊂ Rd be a dataset
in d-dimensional space and let Nk(x) denote the number of times a sample x ∈ D
occurs in the kNNs of other samples in D, under some similarity measure. When
the dimension is high, the shape of the Nk distribution skews to the right. A
small number of samples take large Nk values. Such samples, similar to many
other samples, are called hubs. This phenomenon is called hubness.

We next demonstrate the emergence of hubness using artificial data. we gen-
erate a dataset from a mixture of two Gaussian distributions with sample size
n = 1000 and dimension d = 1000. Specifically, we generate 500 samples each
from i.i.d. Gaussian(0, I) and i.i.d. Gaussian(1, I), where 0, 1 respectively denote
d-dimensional vectors of zeros and ones and I is the d× d identity matrix.

To determine kNN samples, we use a positive definite kernel that is equal
to the inner-product on a Hilbert space induced by the kernel. Note that each
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(a) Hubness exists.
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(b) Spatial centrality.
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(c) Hubness disappears.

Fig. 1. (a) Hubness occurs: samples with a large N10 value occur, and the N10 distri-
bution is skewed to the right. (b) Correlation between the N10 value and the similarity
to the local centroid is strong. (c) Hubness is reduced (lower N10 value and smaller
skewness) by the transformation according to Equation (7).

sample x ∈ D is mapped to the Hilbert space according to a function denoted
as φ(x). Here, we use a Gaussian kernel,1 where similarity between two samples
xi, xj ∈ D is given as

K(xi, xj) = 〈φ(xi), φ(xj)〉 = exp(− 1

2γ2
||xi − xj ||2) (3)

with a deviation parameter γ set as the median of pairwise distances among
samples in D. The distribution of N10 is shown in Figure 1(a). We can observe
the presence of hubs, i.e., samples with a particularly large N10 values.

Following Radovanović et al. [5], we evaluate the degree of hubness by the
skewness of the Nk distribution. A large skewness indicates strong hubness in a
dataset. Indeed, skewness is large (i.e., 3.36) in Figure 1(a).

3.1 Origin of Hubness: Spatial Centrality

For the artificial dataset described above, we form a scatter plot of samples with
respect to the N10 value and the similarity to the local centroid (Figure 1(b)).
A local centroid is defined for each sample φ(x) as

cκ(φ(x)) ≡ 1

κ

∑
φ(x′)∈κNN(φ(x))

φ(x′), (4)

which is the mean of the κ-nearest neighbor samples of φ(x) under some local
neighborhood size κ ∈ [1, n − 1] [3]. It is noteworthy that the local centroid is
not always obtained explicitly using Equation (4), because it is computed not
in the original d-dimensional space but in a space induced by the kernel that
defines K(·, ·). Therefore, the similarity to the local centroid is calculated as

〈φ(x), cκ(φ(x))〉 =
1

κ

∑
φ(x′)∈κNN(φ(x))

K(x, x′). (5)

1 Gaussian kernel is a shift-invariant kernel, where the NN based on the inner-product
〈φ(xi), φ(xj)〉 is equivalent to that based on the norm ||xi − xj ||.



In the dataset generated from two Gaussians, strong correlation exists be-
tween the N10 value and the similarity to the local centroid (κ = 20) as shown
in Figure 1(b). This is called spatial centrality of the dataset.

4 Reducing Hubness for Kernel Regression

Because the existence of spatial centrality is considered to be an ingredient of
hubness [5], hubness is expected to be suppressed by removing the spatial cen-
trality. Following this idea, Hara et al. [3] proposed a hubness-reduction method
called localized centering for kNN classification. The method transforms the sim-
ilarity measure such that the transformed similarity does not generate spatial
centrality. The transformation is given by subtracting similarity to the local
centroid in Equation (5) from the original similarity in Equation (3), such that

SimLCENT(xi, xj) ≡ 〈φ(xi), φ(xj)〉 − 〈φ(xj), cκ(φ(xj)〉 (6)

= K(xi, xj)−
1

κ

∑
φ(x′)∈κNN(φ(xj))

K(xj , x
′). (7)

After this transformation, the similarity to the local centroid for any database
sample xj becomes the same because substituting φ(xi) = cκ(φ(xj)) in Equa-
tion (6) yields a constant value (i.e., zero). This fact indicates that no spa-
tial centrality with respect to the local centroid exists after the transformation.
Therefore, the hubness is expected to be reduced. Indeed, by applying the trans-
formation to the dataset used to draw Figure 1, the skewness decreases from
3.36 (Figure 1(a)) to 0.49 (Figure 1(c)).

It should be noted that the resulting similarity measure SimLCENT(·, ·) is not
symmetric with respect to xi and xj . This does not matter for kNN classification
because it is assumed that similarity is computed between two samples that
have different roles, i.e., a query and a database sample. Indeed, xi and xj in
Equation (6) respectively correspond to a query and a database sample.

We now propose hubness-reduced kernels by a symmetrization of SimLCENT,
as follows.

KHR(xi, xj) ≡ 〈φ(xi)− cκ(φ(xj)), φ(xj)− cκ(φ(xi))〉
= 〈φ(xi), φ(xj)〉 − 〈φ(xi), cκ(φ(xi))〉 − 〈φ(xj), cκ(φ(xj))〉+ 〈cκ(φ(xi)), cκ(φ(xj))〉

= K(xi, xj)−
1

κ

∑
φ(x′)

K(xi, x
′)− 1

κ

∑
φ(x′′)

K(xj , x
′′) +

1

κ2

∑
φ(x′)φ(x′′)

K(x′, x′′)

(8)

The transformed kernels are not always positive definite. For such a case, we
replace all negative eigenvalues of the transformed kernels with zeros.2

2 It is important to pursue if this is a good way of fixing the non-positive definiteness
as a future work.
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Fig. 2. (a) An illustration of the multi-centered dataset (generated with sample size
n = 1000, dimension d = 2, and δ = 4). Red and blue points respectively correspond to
samples with positive and negative outputs. (b) Mean squared error of kernel regression,
using multi-centered datasets with n = 100, d ∈ [1, 100], and δ = 1.

5 Experiment

We demonstrate that the proposed kernels KHR reduce the correlation between
input variables, i.e., multicollinearity. Thereby, they improve prediction accuracy.
We used artificial data generated from a mixture of two Gaussian distributions3

with a fixed sample size n = 100 and variation in dimension d from 1 to 100. More

precisely, the dataset consisted of {xi}
n
2
i=1 generated from i.i.d. Gaussian(0, I)

with output yi = sin(zi)exp(−|zi|) + ε, where zi = 〈xi, 1
||1|| 〉, and {xi}ni=n

2 +1

generated from i.i.d. Gaussian(δ1, I) with output yi = sin(zi)exp(−|zi|) +ε,
where δ = 1, zi = 〈xi− δ1, 1

||1|| 〉, and ε is noise generated from Gaussian(0, σ2I)

where σ2 = 0.01. The dataset is illustrated in Figure 2(a).

In the manner described above, we generated samples of size n each for
training, validation, and testing. However, they were centered or shifted such
that the mean of the training samples was zero.

For kernel regression, we used a linear kernel K(xi, xj) = 〈xi, xj〉 and a Gaus-
sian kernel K(xi, xj) = exp(− 1

2γ2 ||xi − xj ||2) with a deviation parameter γ set
as the median of pairwise distances among training samples, following Gretton
et al. [2]. For each kernel, we tested the proposed transformation according to
Equation (8).

To avoid overfitting to training samples, we used kernel ridge regression.
Given a kernel matrix K and a vector y of output values with respect to training
samples, the model parameter α was learned as a solution α = (K + λI)−1y,

3 We used multi-centered datasets, because the correlation between training samples
is not reduced by centering, a common pre-processing to avoid multicollinearity.



where λ is a hyper-parameter of ridge regression. We selected λ as well as the
hyper-parameter κ of the proposed method using validation samples.

The output yt of a test sample xt was predicted as ŷt =
∑n
i=1 αik(xi, xt)

using training samples {xi}ni=1. The methods were evaluated according to the
mean squared error (MSE) (yt − ŷt)2 over the test samples.

For each setting of dimension d ranging from 1 to 100, we repeated the
process described above 100 times. The average of the MSE obtained is shown
in Figure 2(b).

Figure 2(b) shows that when the number of dimensions is large (i.e., more
than 10), the proposed kernel transformation improves MSE for both linear and
Gaussian kernels. The result suggests that hubness emerges in high-dimensional
data, and affects kernel regression through the resulting multicollinearity. How-
ever, hubness, and hence the MSE can be reduced using our proposed kernels.

6 Conclusion

After pointing out that hubness gives rise to the multicollinearity problem, and
that it therefore influences the performance of kernel regression, we proposed
hubness-reduced kernels for kernel regression as an extension of a previous ap-
proach for kNN classification. We demonstrated that reduction of hubness pro-
duces an effect on kernel regression for multi-centered datasets.
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