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ABSTRACT
The tendency of k-nearest neighbor graphs constructed from tabu-
lar data using some distance measure to contain hubs, i.e. points
with in-degree much higher than expected, has drawn a fair amount
of attention in recent years due to the observed impact on techni-
ques used in many application domains. This companion paper will
summarize the tutorial organized in three parts: (1) Origins, which
will discuss the causes of the emergence of hubs (and their low
in-degree counterparts, the anti-hubs), and their relationships with
dimensionality, neighborhood size, distance concentration, and the
notion of centrality; (2) Applications, where we will present some
notable effects of (anti-)hubs on techniques for machine learning,
data mining and information retrieval, identify two different appro-
aches to handling hubs adopted by researchers – through fighting
or embracing their existence – and review techniques and applica-
tions belonging to the two groups; and (3) Challenges, which will
discuss work in progress, open problems, and areas with significant
opportunities for hub-related research.

CCS CONCEPTS
• Information systems → Information retrieval; • Compu-
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1 INTRODUCTION
Hubness is a fundamental property of k-nearest neighbor (k-NN)
graphs (k-NNG) built from tabular data using some distance me-
asure which has started gathering significant attention only re-
latively recently. Let D ⊂ Rd be a set of data points and let the
k-occurrences of point x ∈ D be the number of times x occurs in
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k-nearest-neighbor lists of other points from D. Nk (x) is then the
number of k-occurrences of point x ∈ D – i.e., the in-degree of node
x in the k-NNG, which we will also refer to as the hubness value
of x . Several research communities, including music retrieval [2],
speaker verification [9], fingerprint identification [14] and image
retrieval [16], observed that the distribution of Nk (x) can become
considerably skewed. As a consequence, some data points, referred
to as hubs, are included in many more k-nearest-neighbor lists than
other points. If a data set contains many points that are hubs – that
is, if the distribution of hubness values is highly skewed – it can be
said that hubness is present therein.

For many years the true causes of hubness and the mechanism
of their emergence were unknown, until it was shown that hubness
is manifested in high-dimensional data as an inherent property
of intrinsically high dimensionality, without being an artifact of
finite samples or a peculiarity of specific data sets [25, 26]. It was
demonstrated that hubness influences various data-mining and
machine-learning algorithms [25–29, 35], often in a negative way.

This companion paper will give a short overview of the tutorial,
highlighting some of its main points. The tutorial will be divided
into three parts. The first part, Origins (outlined in Section 2), will
explain the mechanisms behind the emergence of hubness in data,
and its connections with factors including distance concentration,
clustered structure of data, and large neighborhood sizes. The se-
cond part, Applications (Section 3), will identify and analyze two
approaches traditionally taken by researchers and practitioners
in the context of applications – fighting or embracing hubness –
and overview from this viewpoint the most prominent methods
that deal with hubness. The third part, Challenges (Section 4) will
discuss open questions and unsolved problems related to hubness
in areas including k-NN search, dimensionality reduction, kernel
methods, and deep learning.

2 ORIGINS
As we mentioned in the introduction, hubness was observed in
the late 1990s to mid-2000s on real data from various domains,
notably music retrieval [2], speaker verification [9], fingerprint
identification [14] and image retrieval [16]. However, a big surprise
camewhen it was realized that hubness emerges also in simple high-
dimensional synthetic data (such as i.i.d. uniform and normal) using
a wide range of distance/similarity measures (such as Euclidean,
Manhattan, cosine, etc.). Apparently, the first observation of this
phenomenon was made by Berenzweig [3], later independently
rediscovered by Radovanović et al. [25], who went on to give a more
complete explanation of the origins of hubness in both synthetic
and real-world data [25, 26].
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According to Radovanović et al. [26], two ingredients are neces-
sary for hubness to be prominent: (1) high intrinsic dimensionality,
and (2) centrality, in the sense of the existence of meaningful cen-
ters in the data w.r.t. the selected distance measure (or, dually, the
existence of borders). It was shown that, in effect, high intrinsic
dimensionality amplifies centrality, making points situated closer
to the central parts of the data distribution (i.e. clusters) more pro-
minent in high than low dimensions, in the sense of being closer
(in relative terms) to other points in the data. It was also shown
that distance concentration, another phenomenon caused by high
dimensionality, is related to, but distinct from hubness [26].

The preceding discussion assumed that neighborhood size k is
much smaller than data-set size n. However, when k is comparable
in magnitude with n, it was shown that skewness of Nk vanishes
since there is actually “no room” for exceedingly high hubness
values [29]. Whatever the relationship between the magnitudes
of k and n, points with very low hubness values (often 0) – the
anti-hubs – are strongly related to distance-based outliers [26, 29].

3 APPLICATIONS
Ever since hubness was identified as a phenomenon that can cause
problems in various applications, and even before its origins became
clear, researchers and practitioners were devising ways to combat
its negative effects, primarily by attempting to reduce data-set
hubness through transformations of graphs, data representations,
employed distance measures, etc. After the origins of hubness be-
came better studied, another attitude towards hubness emerged,
where no attempt is made to fight hubness in the data, but rather its
existence is embraced and models used in the applications adjusted
to actively take hubness into account. The two approaches of (1) fig-
hting, and (2) embracing hubness became reflections of two primary
attitudes towards the phenomenon. In our opinion, neither of the
two attitudes/approaches is “correct” in a global sense, and whether
one (or both) would work for a particular application depends on
a plethora of factors such as properties of data, distance measure,
employed models, evaluation criteria, etc.

In the remainder of the section we will give an overview of
concrete attempts to deal with hubness in various application areas
ranging from information retrieval to machine learning and data
mining, among others. Before doing that, let us frame our overview
in a discussion on the impact of hubness on the effectiveness of
models, and how the two approaches (may positively) affect the
errors that models make.

In [25, 26], viewing the classification scenario, the notion of
“bad” hubness value was defined as the number of in-links to data
point x where the class labels of x and the point from which the
link originates do not match. Bad hubness can be viewed as an
indicator of how well the k-NN classifier will perform on a data
set, and was linked to the notion of the cluster assumption from
semi-supervised learning. Furthermore, it was established that the
total amount of “badness” in a data set, obtained by summing up
bad hubness values for all data points, is actually independent
from the hubness phenomenon itself, in terms of the severity of
skewness of the distribution of hubness values. In other words, the
hubness phenomenon is not expected to affect the global “difficulty”
of a data set, in the sense of the overall error rates that models are
expected to make (i.e. the Bayes error), but hubness will rather skew

the distribution of error, or more precisely the responsibility for
error, where a small number of untrustworthy “bad hubs” may be
responsible for themajority of errors a model makes. It is reasonable
to expect that similar arguments can be made for domains other
than classification, where the notions of error and “badness” may
not be so straightforward to define.

Based on the discussion above, now it is easy to see how approa-
ches 1 and 2, i.e. fighting and embracing hubness, are fundamentally
different, and at the same time not necessarily mutually exclusive.
Approach 1, by reducing hubness, actually “unskews” the distri-
bution of responsibility for error, making it easier for models that
(usually) make overly uniform assumptions about this distribution
to cope with such data. Approach 2, on the other hand, takes the
view that the responsibility for error may not be uniform, and
actively adjusts the models to take this factor into account.

3.1 Approach 1: Fighting Hubness
In the context of semi-supervised (text) classification, Ozaki et
al. [23] proposed the use of mutual k-NN graphs (overlayed with
maximum spanning trees due to sparsity) instead of orginary k-
NN graphs when applying the classical Gaussian random fields
algorithm. Mutual k-NN graphs performed better than k-NN graphs
(and comparably to the state-of-the-art b-matching graphs [15])
due to reduced hubness. Vega-Oliveros et al. [46] took this approach
to the extreme by considering completely regular graphs, where
hubness is actually non-existent.

A string of works by Suzuki, Hara et al. [11, 12, 33, 34] inves-
tigated how different kinds of data centering (kernel-based, local,
global) and explicit density gradient flattening reduce hubness,
having positive impact on various retrieval and classification scena-
rios. It was determined that the proposed methods reduce hubness
by reducing data centrality (the key component in addition to high
dimensionality for hubness to occur).

Prominent work in content-based music retrieval by Schnitzer,
Flexer et al. [31] tackled hubness reduction by rescaling distances
between points, with the idea of having a small distance between
two points only if the points are mutually close neighbors. The
global scaling method termed mutual proximity was proposed [31],
and considered in tandem with the local scaling method by Jegou et
al. [16, 17]. It was determined that both methods improve k-NN clas-
sification accuracy by reducing hubness, and a thorough analysis
was conducted as to how the methods interact with (anti)hubness
and “badness.” Mutual proximity was later successfully applied in
the collaborative filtering domain, as well [18].

In automatic speech recognition, normalization was successfully
used to reduce hubness of states w.r.t. the k most likely feature
vectors, and also hubness of feature vectors w.r.t. the k most likely
states, where speech units were expressed through hidden Markov
models with Gaussian mixture model observation densities [47].

Hubness was discovered to be an important factor for zero-shot
learning [8, 32], where classification is viewed as a mapping bet-
ween two multi-dimensional spaces: the data space and the class
space. This means that hubness can be present not just amongst the
data, but also amongst the classes. Different approaches to reducing
hubness in the data and/or class spaces were investigated [8, 32].

Other approaches and application areas where reduction of
hubness was shown to be beneficial include species selection in
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genetic algorithms [22], modifying user/item k-NN graphs in re-
commender systems [24] and regulatory element discovery from
gene expression data [20]. Earlier hubness-reduction methods in
music retrieval are surveyed and compared by Schlüter [30].

3.2 Approach 2: Embracing Hubness
To the best of our knowledge, the first application taking the ap-
proach of embracing hubness is the hubness-weighted k-NN clas-
sifier [25, 26], where, during the voting phase, the influence of
neighbor points on the voting outcome is decreased proportionally
to the points’ bad hubness values observed on the training set. In
the meantime, two drawbacks of this simple method were obser-
ved: (1) “badness” of points is computed irrespective of the actual
classes involved (thus possibly missing class-specific responsibi-
lities for error), and (2) the adjusted classifier still uses the crisp
voting scheme of k-NN. To tackle these shortcomings Tomašev et
al. proposed various more general and refined hubness-aware k-NN
variants employing probability, fuzziness and/or information the-
ory [38, 40–42], and investigated the reasons why hubness-aware
classifiers work well, identifying bad hubs from minority classes as
a key source of problems [39], and determining that hubness-aware
classifiers are robust to different kinds of label noise [36].

In a manner analogous to the initial hubness-weighted k-NN
classifier, Buza et al. [6] extended k-NN regression, by expressing
“badness” not based on label matches, but on error – the average
absolute difference between the (real-valued) label of a point and the
labels of its reverse neighbors. The authors proposed three methods
for employing bad hubs to improve k-NN regression: (1) error-based
weighting of instances during regression (analogous to the hubness-
weighted classifier), (2) correcting labels by averaging over labels of
reverse neighbors, and (3) combining the previous two approaches.

Clustering was also shown to be affected by hubness [25, 26, 44].
For distance-based methods, whose overall goals include mini-
mizing within-cluster distance and maximizing between-cluster
distance, hubness affects both of these objectives. While the fin-
ding that outliers (expressed as anti-hubs) do not cluster well due
to their high within-cluster distance was not very surprising, it
was shown that hubs also do not cluster well, but because of low
between-cluster distance [25, 26], especially in settings involving
large numbers of clusters [44]. These observations were used to
devise various hub-based clustering algorithms [35, 43, 44] that
work better than their K-means baseline primarily by improving
the obtained between-cluster distances, especially for hub points.

As discussed in the Origins section, distance-based outliers corre-
spondwell with anti-hubs [26]. The first application of anti-hubness
to outlier detection (without full awareness of the hubness phe-
nomenon and its implications) seems to be that of Hautamaki et
al. [13]. Detailed analysis of the relationships between (anti)hubness
and outlierness was subsequently made by Radovanović et al. [29],
where strengths and weaknesses of using hubness values for outlier
detection have been identified w.r.t. different factors (i.e. properties)
of hubness, locality vs. globality (of the notion of outlierness), dis-
creteness of outlier scores, varying data density, and computational
complexity of the algorithms.

Hubness has also been successfully applied (in the approach 2
manner) to other areas, including instance selection [7, 19, 21, 26,

37], feature construction [5, 37], image feature selection [48], and
information retrieval [27, 45].

4 CHALLENGES
Although great advances have been made towards explanation of
the origins of hubness, as well as its applications, many challenges
and open problems remain. Here we highlight some of them.

On the theoretical front, the contribution by Radovanović et
al. [27] was made only in terms of properties of distances. Suzuki
et al. [34] made good strides for dot-product similarity. However,
there is much more that can be done, including explaining the
causes of hubness theoretically for a large class of distances and data
distributions, and characterizing the distribution of Nk based on the
distribution of data, distance measure, and number of data points k .
Practical benefits of such a thorough theoretical understanding
of the phenomenon are numerous, and include the possibility for
formulating better geometric models of complex networks, and
robust intrinsic dimensionality estimation.

A very important and almost untouched relevant area is (approx-
imate) k-NN search and indexing. Apparently, the first published
consideration of hubness in the context of indexing was by Laza-
ridis et al. [21], who consciously limit the dimensionality of their
representation of multimedia data to 20, in order to avoid excessive
hubness. There is a definite need for a comprehensive systematic
exploration of: (1) the interaction between hubness and existing
indexing methods, and, (2) the construction of new “hubness-aware”
methods. Only very recently was such an exploration conducted by
Bratić et al. [4] with respect to the NN-Descent approximate k-NN
graph construction algorithm [10].

Dimensionality reduction is another large, practically untouched
area w.r.t. hubness, apart for some demonstrations in [26], and an
application to canonical correlation analysis [45]. Many possibili-
ties for advancements include improving objective functions for
distance-preserving dimensionality reduction (MDS, PCA) in or-
der to better preserve k-NN graph structure, or break the k-NN
graph in a controlled way, improving methods based on geodesic
distances like Isomap, etc.

Regarding kernel methods, little is known about the effects of
different kernels on hubness. Vice versa, hubness can be a good
vehicle for understanding the effects of kernels on data distributions.
A preliminary investigation on this topicwas conducted by Tomašev
et al. [44], demonstrating a plethora of different interactions and
possibilities for novel insight. In a similar vein, hubness, as a vehicle
for expressing properties of high-dimensional data distributions,
may possibly be used to shed light on the successes of deep learning
methods, and help overcome some of their weaknesses, such as the
vulnerability to adversarial examples [1].
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