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Abstract
Internet of Things systems are dealing with the problem of having to work with

time series data with high cardinality. A time series is a set of data sorted by the time of
enrollment. Similarity search is a very important task for time series data processing.
However, the volume, or quantity, of data usually increases the problem. This means
that there is a need to transform data from a high space into a low space. After
dimensionality reduction, we can derive a new distance function that applies to low
space. In this paper we will cover introduction to the problem and also two possible
methods for dimensionality reduction. Methods that are covered are Piecewise
Aggregate Approximation and Perceptually Important Points. We are comparing them
with the intention to see which ones give better results in a reasonable amount of time.
We are using Euclidean distance to calculate how close chosen representation is to
original data. Besides that, we talk about the system implemented to support this
research. System is implemented in microservices architecture and deployed in Docker
containers. We are using Java and C# languages, MySQL database and also InfluxDB
for storing time series data. For testing purposes we are using the implementation of
chosen methods and different amounts of elements in the test.. We are measuring and
comparing time needed to calculate representation of data based on original data.

This research paper was a part of the master thesis written by Nenad Stojkovic
with mentor dr Vladimir Kurbalija. Theme of the master thesis was “High dimensionality
in Time-series databases for IoT Systems”.
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Introduction
This paper deals with time series databases and their usage in Internet of Things

systems. In this chapter is explained the motivation for this work, and a brief introduction
to time series databases and their importance.

In the second chapter, we deal with works on a similar topic, the representation
of time series, as well as a description of the most popular methods for data
transformation that are used with the aim of dimensionality reduction.

In the third chapter, the architecture of the system, which was created as a
practical support for this work, is described. All the parts that make up this relatively
complex system are described, what they are and what their role is in the system.

In the fourth chapter, the paper deals with the analysis of selected methods for
reducing the dimensionality of time series. In this chapter, we will specifically look at the
Euclidean distance between the original time series and the time series obtained after
using dimensionality reduction methods.

In the last chapter, we will take a look at the results, as well as the potential
improvements and further work.

A time series is a set of data sorted by the time of enrollment. "A Time Series
Database is a software system optimized for storing and serving time series through
linked time-value pairs." [1] Time series data is almost never updated, instead new rows
are added, those rows represent points or moments in time.

The need to store time series data is not a new phenomenon. In [2], the authors
present an interesting case of collecting data about sea routes. The authors write about
the American sailor Matthew Fontaine Maury, whose career as a sailor ended abruptly
at the age of 33 due to a broken leg. At the time, captains and scientific officers on ships
kept detailed logs during their voyages. The logs consisted of dates and various types
of measurements, such as latitude and longitude calculations, observations of ocean
conditions, wildlife, weather, and more. Maury realized the value of these logs, and took
advantage of his position as head of the Chart and Instrument Depot to gather
information. He used them to create instructions for creating nautical routes. Those
proposed routes were dependent on winds and sea currents. His instructions proved to
be very successful, and on the first trip that used them, the trip was shortened by 17
days, from 55 to 38 days. [2]



Figure 1.1 Sample of log books kept by sailors taken from [2]

This use case is interesting primarily because of the use of time series even
before computers, and is a kind of forerunner of the Internet of Things (IoT), although
the measurements were recorded by humans instead of measuring devices. It also
demonstrates the power and importance of data and their analysis.

Time series databases work with large data sets, and data sets will almost
certainly grow larger over time. The number of Internet of Things (IoT) devices is
increasing. However, time series datasets often have fewer relationships between data
in different tables, and for this reason there is rarely a need for transaction-based tables
or row locking to avoid data inconsistencies. The data generally only contains a
timestamp, a few sensor readings, and a few labels or tags. This allows for the addition
of specially planned indexes to the table, with the aim of speeding up queries such as
the number of events per day, week or some other time period. Well-placed time series
indexes can significantly speed up the execution of statistical and other queries on the
data.

Background

In this chapter we will deal with time series representation and data
dimensionality reduction. We will explain what they are and why we use them, we will
cover several papers and methods that deal with this topic.



Similarity search is a very important task for time series data processing. It is
important to mention that the similarity between two time series is usually measured by
the Euclidean distance, which can be calculated very efficiently. However, the volume,
or quantity, of data usually increases the problem. This means that we need to
transform data from a high space into a low space. After dimensionality reduction, we
can derive a new distance function that applies to low space.
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The representation of a time series can be defined as follows: if S is a time series of
length n, then the representation of the time series S is a model S' with reduced
dimensionality n', such that n'<n and S' is approximately equal to S.

The use of the representation of time series allows the reduction of it, the
management of noise in the data, as well as the reduction of the required memory and
computing power required for the use of methods for data processing over the time
series. It is difficult and inefficient to process time series directly without dimensionality
reduction.

As we have already mentioned, time databases are usually very large, so their
search in an optimal way is a big challenge. Time series databases are used in many
fields, such as medicine, finance or climate change. In [4] the authors list some of the
ways in which researchers and scientists are trying to deal with this problem. The need
for dimensionality reduction occurs with time series data due to the so-called "curse of
dimensionality". The curse of dimensionality is a problem that arises when analyzing
data with too many dimensions, that is, due to the large number of attributes included in
the data sets. In order to overcome the problem, it is necessary to form a new
representation of the data series, so that their new representation stores enough
information to properly solve the data series problem. "Reducing the dimensionality
(either the number of data points or the number of records) can effectively reduce the
computational cost of data processing." [4]

Dimensionality reduction methods can use attribute extraction or sampling as a
dimensionality reduction technique. These techniques reduce the dimensionality of the
data, but also lead to lossy data compression. Therefore, it is necessary to make a
compromise between the degree of compression and the quality of the information
stored in the compressed data.



Figure 2.1 Representation of dimensionality reduction using the sampling method, taken
from [5]

Sampling is the simplest method for dimensionality reduction. This method uses
the relationship between the length of the time series n and the dimension of the time
series after reduction n'. Simply put, this method divides a time series of length n into n'
parts and the values   found in those parts represent a new time series, a series with
reduced dimensionality. The disadvantage of this method is the appearance of distortion
in cases where the ratio between n' and n is too small (that is, when the degree of
compression is too high). This method was proposed back in 1969 by the Swedish
scientist Karl Johan Åström.

According to [7], the representation of time series of data can be divided into 4 groups:

● Non-data adaptive
● data adaptive
● model based
● data dictated (clipped data)

Figure 2.2 Presentation of time series representations taken from [7]



Piecewise Aggregate Approximation - PAA
Piecewise Aggregate Approximation represents an improvement in sampling

method. This method uses the average (mean) value of each segment to represent the
corresponding set of points, i.e. reduce the dimensionality by the mean values   of
segments of equal size. It can also lead to missing important information due to data
compression. The formula used for approximation is:
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According to [6] the definition of PAA is: "When the original time series in m-dimensional
space is transformed into one series in v-dimensional space, the time series is divided
into v segments with equal size." The mean value of the data within the segment is
obtained and the vector of these values   is the final representation in the new space.”

Figure 2.3 Representation of dimensionality reduction using PAA, taken from [5]

The problem we have already mentioned concerns the loss of data during data
transformation using the piecewise aggregate approximation. In the image below, we
see an example of two data sets that give the same mean, even though the data are
significantly different.



Figure 2.4 View of the described problem taken from [6]

In [6], as a solution to this problem, the authors propose the use of an additional
statistical property. An additional statistical property, variance, can provide additional
information about a range of values. The authors propose a new approach based on the
mean and variance of time series for similarity search.

Perceptually Important Points - PIP

As it is already said, a time series consists of a series of points, and the
amplitude of the data has a different effect on the shape of the time series. This means
that each data, or each data point, has its importance for the time series. A data point
may contribute to the overall shape of the time series, while another may have only a
small effect on the time series or may even be discarded.

Perceptually important point identification can be suitable for many forms of time
series data processing. Its disadvantage is the complexity of the PIP identification

process. The worst case complexity of the PIP identification process is (where n is𝑂(𝑛2) 
the length of time series), because it needs to identify the point that contributes the most
to the overall shape of the time series in each iteration. Therefore, the algorithm should
calculate the importance for each point in the time series for each iteration (in one
iteration we calculate one, that is, the next most important point in relation to the already
found points). [8]

In this paper, we will use the vertical distance to calculate the most important
point. The pseudo code describing the calculation process is given in Figure 2.5:

Function PIP_Identification (P)
Input: sequence P[1..m]
Output: PIP L[1..m]

Begin
Set L[1] = P[1], L[2] = P[m]
Repeat until L[1..m] all filled
Begin

MaxDist = -1
For each i in P and not in L
Begin

Calculate the distance Dist of i to the adjacent points
in L

If Dist > MaxDist
Begin



MaxDist = Dist
j = i

End
End
Append P[j] TO L

End
Return L

End

Figure 2.5 Pseudo code showing the PIP process taken from [8]

Architecture
In this chapter, we will talk about the architecture of the system that was built to

support this work. Its purpose is to simulate a real IoT system, the way it receives data
and how it stores it in a time series database. These applications collect data about
users and their health measurements. Those measurements are simulated data from
devices, just like in IoT systems, it represents time series data. Time series data is
stored in time series database InfluxDB. We are using that data and endpoints on
healthme application to execute chosen algorithms for dimensionality reduction. In
particular, we will look at all the elements in the Docker container and their purpose in
the system. The system consists of three applications:

1. healthme
2. healtme-users
3. Healthme-simulator

Applications communicate with each other via RabbitMQ and/or Kafka message
brokers. Communication between components is not via REST API calls. Messages are
used as a means of communication. We will be using the components of this system for
simulation of data in time series, storing data in the time-oriented InfluxDB database, as
well as retrieving data from the database and processing it, i.e. dimensionality
reduction.

System deployment

We are using Docker to automate application deployment in this paper. Docker is
an open source project that uses virtualization at the operating system level and
packages applications into packages called containers. Some of the benefits of using
Docker containers are that it allows developers to easily deploy all the necessary
supporting software, or that it ensures that all developers work in the same
environment, which increases the stability of the application.
In the Docker container we deployed the following applications:

● Kafka,



● ZooKeeper,
● Kafdrop,
● RabbitMQ,
● MySQL, i
● InfluxDB.

Figure 3.1 View of the healthme Docker container

Components

The system is divided into three components and uses a microservice
architecture. The healthme and healthme-simulator applications use Java and Spring
Boot, while the healthme-user application uses .NET technology. The reason for using
different technologies is the desire to show how in real life example, when using a
microservice architecture, components written in different languages   communicate with
each other. Communication between healthme-users and healthme-simulator is done
via RabbitMQ. RabbitMQ uses a byte array for data transfer, which was useful in our
case, because the applications are written in different languages. RabbitMQ is
configured to use the topic as the exchange type and the appropriate routing key is
configured so that messages arrive at the appropriate queue.

Kafka is used for communication between the devices and the healthme
application. The devices are simulated and are not part of this paper. The



healthme-simulator application simulates the measurements and writes them to the
corresponding kafka topic in a certain time interval.

System stores and processes patients data in the healthme-users application.
Patient measurements such as temperature and/or heart pressure are not real and are
generated. Patient data, first name, last name or id are stored in a MySQL database.
While the measurements are stored in the InfluxDB database. Patient data is used by
healthme-users and healthme microservices. The healthme-users microservice covers
everything related to user and patient management. It has been developed to the level
required for this work. That is, only those functionalities that were necessary for us were
developed. The healthme microservice uses user IDs when sending generated data to
the appropriate kafka topic. Randomly generated Guids are used as user IDs.

Figure 3.2 Diagram of the described system

In our system, InfluxDB is used to store time series data received from Kafka.
Measurements from devices, in our case their simulation, reach the healthme
application via Kafka. The healthme app then stores that data in InfluxDB. In Figure 3.3
we can see an example of using this database in our system.

"InfluxDB is an open source time series database (TSDB) developed by the
company InfluxData. It is written in the Go programming language and is used to store
and retrieve time series data. It is used in areas such as monitoring various operations
or application metrics, as well as monitoring data from sensors of the Internet of Things
and various real-time analytics.” [1]



Figure 3.3 A screenshot of the InfluxDB user interface

To improve performance, data is written in chronological order. “InfluxDB uses a
schema-less design to better manage discontinuous data. Time series data is often
ephemeral, meaning that the data appears for a few hours and then disappears. For
example, a new device that starts and reports for a while and then shuts down.” [3]

InfluxDB implements tools for data aggregation and handling large data sets.
Results are uniquely determined by time and tags, so there are no ids in the traditional
sense. Rows with identical time and tag names are not saved twice. “If a new field value
is submitted for a row, InfluxDB updates the point with the latest field value. In rare
cases, data may be overwritten.” [3]

Performance
In this chapter, we are dealing with the usage of chosen methods (for

dimensionality reduction), as well as their performance testing. After that, we will do a
comparative analysis of the obtained results for both algorithms. We will measure the
time required to do the reduction and then calculate the Euclidean distance between the
calculated and the original time series.

It is important to mention that the chosen algorithms have different time
complexity. The complexity of the PAA algorithm is O(n), and the complexity of the PIP

is ). For this reason, it is expected that the time required for dimensionality𝑂(𝑛2

reduction in PIP methods will grow very quickly. For this reason, the comparison of
methods is done on a relatively small data set of 20,000 elements. Simply,



dimensionality reduction and then interpolation of points would take too long with the
PIP algorithm.

For the purpose of simulating the values and IoT system, the system described in
chapter number 3 was used. The system works by the healthme-simulator application
simulating values   in a certain range within a time interval for all existing users, then
using RabbitMQ to send those values   to the healthme application which stores that data
in the InfluxDB database. The healthme application reads user data from a MySQL
database, which is populated with data via Kafka and the healthme-users application.
The healthme application contains only the necessary user data in its MySQL database,
in this case only the unique key, i.e. the user ID.

Then, by calling the controller, which is a part of the healthme application, we call the
selected dimensionality reduction endpoint for user’s data, for example:

localhost:8080/api/measurement/:userId/pip

Snippet 4.1 Shows PIP dimensionality reduction calls over the healthme API

The computer used for performance testing is: MacBook Pro 2019, processor 2.6 GHz
6-Core Intel Core i7, memory 16GB 2667MHz DDR4 and graphics card Intel UHD
Graphics 630 1536 MB.

Test 0
Before we focus on a complex test with data generated with arrays of up to

20000 elements, we will handle a simple controlled case with a smaller number of
elements. In this case, we will use an array of 46 elements whose values   are between 0
and 1. This array can be seen in Figure 4.3 and is based on the array taken from [8],
and expanded with 36 elements of similar or the same values   as in the original array.
The array has been expanded further so that we can more easily see how the degree of
compression affects performance, which would have been more difficult with the original
10-element array. Similar or the same values   were used with the aim of using similar
values   as the authors in [8], and these values   were not generated. In the table and
graph we can see the Euclidean distance for between the obtained and the original time
series.

Figure 4.1 Display of the array and its values   used for the baseline test



Number of elements Euclidean distance PAA Euclidean distance PIP

8 14.12 13.20

12 15.32 14.01

16 15.36 10.90

22 16.22 8.55

30 19.17 4.75

Table 4.1 Presentation of the results of the basic test

Graph 4.1 Display of results from table 4.1

From the table and graph 4.1, we can conclude that in controlled conditions and
with a controlled range of values   in the sequence, on a small number of elements, the
PIP method gives better results, that is, it gives a smaller Euclidean distance compared
to the original sequence. In this test, the measurement of the time required to execute
the dimensionality reduction algorithm is neglected, because the number of elements in
the array is small and the calculation time for both methods is negligibly small.

int arraySize = 20000;

double[] randomNumbers = new double[arraySize];
for (int i = 0; i<arraySize;i++) {

randomNumbers[i] = getRandomNumber(0, 10000);
}

Snippet 4.2 A method that generates a sequence of random numbers



The segment below shows the code used to measure the average time required to
perform dimensionality reduction methods. The average value required for executing
the algorithm 200 times is calculated as the time required for execution.

int numberOfPoints = 20;
long time = 0;

for (int i = 0; i<200; i++) {

long start = System.currentTimeMillis();
paa.reduceDimensionality(randomNumbers, numberOfPoints);
long finish = System.currentTimeMillis();
long timeElapsed = finish - start;
time += timeElapsed;

}
System.out.println(time/200)

Snippet 4.3 A method that reduces dimensionality and measures the time required to do
so

Test 1
The first more complex test that we will perform, works with an array of 20,000

elements whose values   are generated in the range from 0 to 10,000. The performance
of the Piecewise aggregate approximation is expectedly stable, values   are not affected
by excessively large deviations in the data. That is, if there is noise in the data, the point
whose value is significantly outside the usual range, it will not significantly disturb the
Euclidean distance.

Number of
elements

Number of
points

% Time in ms Euclidean
distance

20000 20 0.01 0.39 50226549.95

20000 100 0.5 0.47 50084279.77

20000 200 1 0.67 49809192.88

20000 2000 10 0.71 48948827.48
Table 4.2 Presentation of the performance of the PAA algorithm in test 1

The graph below shows how the increase in the number of segments in PAA
affects the time required for its execution. The increase in the time required for the
calculation is subtle and consistent with the increase in the number of points, and is



significantly different from the increase in the time required to execute the PIP
algorithm.

The difference between them is so big that we consciously show them on 2
different charts, because if we were to show them on the same chart, PAA would
occupy an extremely small part of the chart and it would be very difficult, or even
impossible, to conclude anything from it.

Graph 4.2 Display of the time required to execute the PAA algorithm in test 1

Perceptually important points performance is somewhat surprising, although due
to the quadratic complexity one could expect that with the increase in the number of
elements, the time required for execution would increase significantly. In addition, it was
observed during testing that noise, if it exists in the data, whose value is significantly
outside the usual range, significantly disturbs the Euclidean distance between the
obtained and original values.

Number of
elements

Number of
points

% Time in ms Euclidean distance

20000 20 0.01 14.34 69026831.52

20000 100 0.5 50.34 63587858.53

20000 200 1 194.33 65091340.90

20000 2000 10 107131 64488460.25
Table 4.3 Presentation of the performance of the PIP algorithm in test 1



Graph 4.3 Display of the time required to execute the PIP algorithm in test 1



Graph 4.4 Display of the Euclidean distance obtained using the PIP and PAA algorithm
in test 1

In this graph, we can see that PAA gives significantly better results than the PIP
algorithm. We can conclude the same based on the entire test 1. PAA gives better
results in cases where the compression is greater than 50%, and the time required for
execution is significantly less. Given that the time required to work with 20,000 elements
makes testing difficult, we will reduce the number of elements in the following tests.
Additionally, we will generate the values in the range from 36 to 40.

Test 2
After analyzing previous results, it was decided to conduct another test on values
  between 36 and 40, as well as to reduce the number of elements in the sequence to
10000. The goal of this test was to determine the behavior of the algorithms in a smaller
range of values   compared to the previous tests.

PAA

Number of
elements

Number of points % Euclidean distance

10000 20 0.02 9891.90

10000 100 1 9959.38



10000 200 2 9791.07

10000 2000 20 10140.28

Table 4.4 Presentation of the performance of the PAA algorithm in test 2

PIP

Number of
elements

Number of points % Euclidean distance

10000 20 0.02 13706.49

10000 100 1 12653.31

10000 200 2 13285.03

10000 2000 20 10185.43
Table 4.5 Performance of the PIP algorithm in test 2

Graph 4.5 Display of Euclidean distance for different number of points or segments
obtained using PAA and PIP algorithms in test 2



From this test we can conclude that when we reduced the compression, i.e. increased
the number of points, i.e. segments, the Euclidean distance results have become better
with the PIP algorithm, and are very similar to the results with the PAA algorithm.

Test 3

After test number 2 showed that with a reduction in compression the results of the PIP
algorithm become much better, we decided to reduce the number of elements.
Increasing the number of important points, with the number of elements of 10000 was
discarded due to the slowness of the algorithm for calculating perceptually important
points. So the next number of elements we will work with is 6000.

PAA

Number of
elements

Number of points % Euclidean distance

6000 60 1 6049.49

6000 150 2.5 5906.74

6000 300 5 5917.69

6000 1500 25 6165.54

6000 3000 50 6731.44
Table 4.6 Presentation of the performance of the PAA algorithm in test 3

PIP

Number of
elements

Number of points % Euclidean distance

6000 60 1 7893.55

6000 150 2.5 7976.26

6000 300 5 8071.45

6000 1500 25 5604.37

6000 3000 50 3505.79
Table 4.7 Presentation of the performance of the PIP algorithm in test 3



Graph 4.6 Display of Euclidean distance for different number of points or segments
obtained using PAA and PIP algorithms in test 3

With this test, we have shown that the results of the PIP algorithm become better
after the number of points, i.e. segments, increases and the rate of compression itself
decreases.

Conclusion
In the previous chapters, we had the opportunity to get acquainted with the

history of the basic concepts of time databases, as well as some of the methods for the
representation of time series and dimensionality reduction.

In the first chapter, we looked briefly at the history of time series databases, as
well as the interesting case of data collection in 19. century.

In the second chapter, we dealt with the representation and reduction of
dimensionality in time series. We have covered papers on a similar topic that deal with
dimensionality reduction with a special focus on Piecewise Aggregate Approximation
and Perceptually Important Points.

In the chapter after that, we explained the technologies used to deploy the
system, the system architecture, that is, the components that make it up. We have been



dealing with how to deploy a system through a Docker container. We covered all the
elements of the system we deploy through Docker, what they are and what they are for,
and then we wrote about the components we developed to simulate a system that
populates a time series database that leads to the problem we tackled in the chapter
after this one.

In chapter four, we looked at the performance of two selected dimensionality
reduction methods, Piecewise Aggregate Approximation and Perceptually Important
Points.

The results we obtained showed that, in the general case, the Piecewise
Aggregate Approximation is a better choice. The simulation of a system with a wide
range of signal values   and a large number of elements showed that PAA is more
efficient from the point of view of the performance of calculating the new representation,
while the values   obtained from the new sequence are closer to the values   of the original
sequence. In addition, we noticed and showed that in cases where the compression is
less than 50%, i.e. when the number of points, i.e. the segments we select is greater or
one half of the total number of points, Perceptually important points give very good
results, even better than the Piecewise Aggregate Approximation.

Further work
During the preparation of this paper, several directions were observed in which

research can be continued within this topic. One of the directions could be the
introduction of an additional statistical feature in the algorithm for calculating PAA, which
would solve the problem we mentioned in chapter 2. Another direction could be to
improve the algorithm for calculating the perceptually important point in a way that
would reduce the influence of "noise" on the calculated points. Also, one of the
directions could be to improve the performance of the algorithm for calculating important
points in the PIP algorithm, either by introducing segments into it, like the segments in
the PAA algorithm.

Further work could further improve data generation by improving point
generation. We could for example generate some point k+1 by adding some randomly
generated value to point k. In addition, we could also use real data, from a real system
of the Internet of Intelligent Devices, to test the algorithms, which would further improve
the understanding of the nature of the problem and methods for dimensionality
reduction.

In this paper, we used the Euclidean distance, which is simple and easy to
develop, to calculate the similarity between the original sequence and the sequence
obtained as a result of dimensionality reduction. In future work, some of the more
advanced techniques could be used, such as those mentioned by the authors in [9],



Dynamic Time Warping (abbreviated DTW), Longest Common Subsequence
(abbreviated LCS) , Edit Distance with Real Penalty (ERP) or Edit Distance on Real
Sequence (EDR).
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